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1 EXECUTIVE SUMMARY
This deliverable describes the baseline toolchain which will be used throughout the project
duration as well as the rationale behind its selection. In particular, we have decided to use a
set of Linux-based tools which are available in several platforms and have backwards
compatibility with their older versions. In this way, the effort of supporting the different
platforms to be considered in the project will be minimised, allowing to focus on the actual
contributions of the UP2DATE project to safety and security aspects of high-performance,
heterogeneous mixed-criticality systems. Moreover, in the project we will focus on up to 4
platforms which comply with the hardware and other types of requirements described in
D2.1. For the selection of the platforms, we also took into account their available software
stacks as well as the results of the benchmarking we have performed.
In summary the following platforms will be used:
▪

NVIDIA Xavier (research, gw, prioritised over the other research platform)

▪

Zynq Ultrascale+ (research)

▪

Renesas RCar-H3 (gw, TTT)

▪

AURIX TriCore TC-397

The toolchain will rely three pillars: Portability, Partitioning and Performance counters.
The solutions which will be developed during the project will not be tied to certain
platforms, but they will be portable to other platforms and toolchains. Partitioning will be
supported through virtualisation technologies and software randomisation. There will be 3
virtualisation solutions which will be taken into account: KVM, Xen and Docker, which will
become interchangeable using libvirt. KVM will be prioritised over Xen, and Docker will only
be used for GPU tasks. We will also explore the possibility of non-virtualised tasks.
Finally, we will use performance counters based on the perf_events infrastructure of the
Linux kernel and the PAPI user space library for performance counters collection.
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2 INTRODUCTION / DELIVERABLE SCOPE
The selection of the baseline toolchain is crucial for the success of a long project, since the
initial decisions will be carried across the entire project duration. With the term toolchain we
refer both to the hardware platforms selection as well as to their software stack and related
tools. We have taken our decision based on the satisfaction of several requirements which
have been validated through careful inspection of the candidate platforms manuals as well
as with extensive experimentation and benchmarking. In the following sections of this
deliverable, we present these aspects in detail. Section 3 reports the requirements that
should be met by the UP2DATE platform and toolchain. Section 4 deals with the software
selection and the definition of the relative toolchain. Section 5 contains an experimental
analysis of hardware platforms whose results are used to select the most suitable for the
project. Section 6 discuss the selection of software toolchain and hardware platform for the
automotive use case, that will constitute a special case. Finally, Section 7 exposes the
conclusions of this document.
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3 PLATFORM AND TOOLCHAIN REQUIREMENTS
The primary criteria for the toolchain selection are based on the fulfilment of several
requirements which have been collected in the first months of the project. The exhaustive
list of these requirements (which do not solely apply to the platform or toolchain selection)
together with the project’s success criteria have been presented in detail in the deliverable
D2.1. However, to improve the readability of this document we report the mandatory
requirements which directly affect the platform selection in this section, using a high-level
textual form.
We have divided the requirements in 3 different categories. First, there is a set of
requirements implicitly or explicitly described in the project call and in the submitted project
proposal. The second set of requirements is derived from the end industrial users of the
project proposal and in particular from their case studies. Finally, we have created a third
group of requirements which is a product of an initial analysis of the techniques we plan to
develop during the project. In the following subsections, we examine these categories in
detail.

3.1 Requirements from Call for Proposals / UP2DATE Description of Work
(DoW)
In the project summary we find the first set of high-level requirements which are in line with
requirements set from the ICT-01-2019 call for proposals: “UP2DATE will focus on
heterogeneous, high performance platforms on which we will develop observability and
controllability solutions which will support on-line updates preserving safety and security of
mixed-criticality workloads”.
In the following, we revisit each of these high-level requirements and we explain how they
impact the target platforms selection and their prioritisation:
Heterogeneous platforms: The hardware platform and the developed solutions need to
address both CPUs and at least one accelerator: GPU (Graphics Processor Unit), FPGA (Field
Programmable Gate Array / Programmable Logic). These solutions are increasingly employed
in embedded and safety critical domain since they can provide high performance with lowpower, which is another high-level requirement set by ICT-01-2019.
Moreover, we believe that target platforms focusing only on a single component e.g. only on
CPUs are less challenging and will limit the research impact of the project.
High-Performance: Current options to get high performance in safety critical embedded
systems are multi-core CPUs, GPUs and FPGAs. However, only accelerators like GPUs or
FPGAs can provide the extreme performance requirements of advanced functionalities as
shown from industry decisions e.g. in the automotive sector for autonomous driving.
However, both GPU and FPGA-based platforms include multi-core CPUs as a part of their SoC
(system of chip). Between these two accelerator options, GPUs have the benefit of being
easier to program compared to the FPGAs in the case that new developments are required.
D2.2 Baseline Definition
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Moreover, safety critical GPU software tasks are available for experimentation and direct
use in the program scope, through the prior experience in this field from the project
partners BSC and IKL. On the other hand, FPGAs require higher effort to be programmed,
since they require programming in a hardware description language (HDL), and their use in
the project entail a higher risk since there is less experience on that part of the FPGA
platforms among the project partners and especially the key personnel involved in UP2DATE.
Observability: In order to support this feature, we need the target platforms (hardware and
software) to provide access to performance counters to derive metrics and signatures, which
will be used for safety and security. From the different categories of hardware platforms,
CPUs and GPUs are known to support performance counters, while the
programmable/reconfigurable logic part of FPGAs do not provide this facility. Therefore, only
a limited set of solutions can be provided on FPGA-based platforms which can only focus on
their CPU part, resulting in a higher risk for the project. However, considering both type of
platforms in the project can increase the completeness of our solutions.
Controllability: We need the target platforms to support mechanisms to modify the
execution conditions e.g. changing the amount of resources used by tasks or dealing with
contention. The main difference of the GPUs compared to FPGAs is that this type of
accelerators can be shared among tasks, so it can be viewed as a shared resource. This fact
creates a research challenge the solution of which can have a high impact for the project. On
the other hand, the programmable logic of FPGAs features multiple hardware resources,
which can be leveraged in order to implement separate accelerators for each task.
Therefore, the adoption of such solution can provide the benefits of no resource sharing,
eliminating contention. However, this comes at the cost of no controllability, which means
that only a limited amount of new research solutions can be developed in the project and
probably with low impact. Considering both types of platforms will increase the
completeness of the solutions we will develop in the project.
On-line updates: We need our target platforms to offer the possibility to replace software,
including the possibility to do so while they are operating. All categories of target platforms
(CPUs, GPUs, FPGAs) allow the possibility to be updated/reprogrammed. However, the
possibility of reprogramming them while they are operating is not available on all platforms.
For example, flash-based target platforms, as it is the case of the automotive platform
required by our industrial partners as explained later in this document, can only be
reprogrammed with the help of an external system connected to it (e.g. a gateway
platform). In addition, the possibility of on-line updates requires a mechanism to start and
stop entities in order to be replaced.
Safety: The selected target platforms should possess a safety certification or contain
features which can help to obtain such certification. Such analysis of the target platforms is
performed in a different deliverable (D2.3).
Mixed Criticality: the selected platforms should support the co-existence of both high and
low criticality tasks, while preserving safety and security. A solution that is widely used in
industry for such mixed criticality setups and that can provide this requirement is
virtualisation, which is further elaborated in the next subsection.
D2.2 Baseline Definition
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Platform Characterisation/Benchmarking: Finally, the last requirement which has been
expressed in the DoW is that the final selection of the platforms should be based on the
comparison of the characterization (timing, Performance Monitoring Counter access, power
consumption) based on the execution of benchmarks. This deliverable contains a separate
section which describes the details of our benchmark execution, as well as the results of our
experimentation with the candidate platforms, before we present their final selection.

3.2 Requirements from software layers
In this section, we describe the requirements imposed by initial analysis of the techniques
we envision to use throughout the project, in order to address particular requirements.
Partitioning: Partitioning refers to the ability of providing a certain degree of isolation
between software entities and it is a commonly used concept in safety critical systems for
increasing both the safety and security of the system.
▪ Space partitioning isolates the memory space of one software entity, so that in case
it suffers a malfunction or security flaw, this issue will not have an impact to the rest
of the system. A typical feature required for the implementation of space
partitioning is the presence of a memory management unit (MMU) or a memory
protection unit (MPU) in the target platform.
▪ Time partitioning ensures that each software entity has its own allocated time
budget during which it can execute, so that its WCET (Worst Case Execution Time) is
lower than its deadline, thus ensuring timely execution and therefore contributing
to the safety of the system. With respect to security, time partitioning ensures that
the timing behaviour of a task, cannot be exploited by another one. Time
partitioning can be implemented in two different ways:
− The first one is through isolation of resources so that one software task does not
impact the timing of another software task. This approach has been the basis of
time partitioning implementations in current single core safety critical systems
used in avionics and automotive. Some works in the real-time research
community try to extend this approach in multi-core environments using the
concept of Single Core Equivalence [1]. However, in multi-core and
heterogeneous platforms this approach cannot be fully applied since the
hardware resource sharing is unavoidable. While there are techniques to achieve
isolation between cores in multi-core environments with shared caches (e.g.
hardware cache partitioning for way-partitioning or cache locking or software
solutions like cache coloring), recent works have shown that even in that case,
there are other hardware resources, like the MSHRs (Miss Status Holding
Registers) which are shared between the different cores of the system and thus
allowing the activity of one core to impact the tasks executing in the other one
[2].
− For this reason, other solutions try to take contention into account instead of
trying to avoid it completely. In particular, they inflate the WCET based on
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measuring contention through performance counters [3] [4] or account for the
worst interference [5].
From these two solutions, the first one offers limited controllability, while the second
is more challenging and has the potential for high impact research. However, both
approaches are useful for the project, so considering both increases the
completeness of the project solutions. For this reason, the selected platforms should
be able to support both families of solutions, in order to keep the door open for the
research part of the project.
Software Randomisation: Software Randomisation is an approach to improve both safety
and security measures. In the safety domain, it is one of the mechanisms which have been
used in order to enable an emerging type of timing analysis for the computation of WCET of
critical tasks on conventional hardware platforms, called Probabilistic Timing Analysis [6].
Especially useful is its measurement based variant [7], which has been developed during the
EU funded Projects PROARTIS [8] and PROXIMA [9]. Moreover, software randomisation has
found numerous applications in the security domain, providing a successful mitigation
technique for several types of attacks like ROP (return oriented programming) or the
recently discovered hardware microarchitectural flaws [10] like Spectre [11] and Meltdown
[12]. For this reason, the selected platforms should already have support for existing
software randomisation methods, or at least should have the features to allow new software
randomisation methods to be implemented on them during the project duration.
Virtualisation: Virtualisation solutions allow the coexistence of several operating systems in
a single platform. Depending on the exact solution, virtualisation provides a different degree
of separation in the hardware resources, allowing to implement the partitioning concept
which we have introduced earlier. The platforms which will be selected should support at
least one virtualisation method. Later in this document, we present an analysis of the
existing virtualisation technologies and their characteristics.

3.3 Requirements from end users
In addition to the more generic platform requirements from the call for proposals and the
description of work of the project, we have collected specific requirements from the
industrial users. The detailed list of these requirements is included in D2.1. However, we
repeat the most important ones which affect the platform selection here:
Processor family: For the railway case study from CAF, an ARM-based or PowerPC-based
platform is required. From the automotive case studies, we have explicit platforms
requirements, both for the gateway and for the end-device. In particular, the gatewayplatform required by TTT is the ARM-based Renesas R-Car H3, which is ASIL-B certified. On
the other hand, the end-device required from MM is the AURIX Tricore TC397XP-256, from
Infineon.
Connectivity: the selected platforms should support network connectivity with at least
Ethernet and CAN (FD), which is used in railway and automotive use cases respectively.
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3.4 Other High-Level requirements
In this subsection we present another set of high-level requirements which can drive the
selection of the target platforms and selection.
▪ Building on the existing expertise of the partners: Ideally, the selected platforms
and toolchains should represent the set of platforms that the different consortium
partners are familiar with. This will allow to minimise the potential risks arising from
dealing with issues which can take the focus away from the research and
innovation, such as facing problems with platform or system software setup. This
will also allow to take advantage of the different background from the project
partners and minimise engineering efforts which in turn can be invested instead on
the advancement of the state of the art.
▪ Keeping HW/SW dependency to minimum: Special effort will be put to develop
solutions that do not depend on specific hardware platforms or require specific
versions of software. Instead, we will try to use software which is supported on
multiple platforms in order not only to allow maximum coverage of platforms
within the project, but also develop solutions which will be applicable to platforms
beyond the ones considered in the project, maximising the impact of the project. In
order to avoid dependence on specific versions of the software, we will use the
stable versions of software tools which are supported in each platform and rely on
compatibility layers, such as middleware composed by tools. This allows
interoperability and offer stable interfaces, which in turn will enable reusing the
developed solutions in multiple platforms. For the same reason, we will try to avoid
the modifications of low-level, platform dependent software unless it is absolutely
necessary, in order to guarantee interoperability between platforms.
▪ Focusing on scientific breakthrough, not commercialisation: Finally, we need to
take into account that the developed solutions during the project, especially on the
research part are not going to target developing industry ready, high TRL, certified
solutions, since this would not be possible for both costs and effort reasons within a
3 year project and will considerably limit the flexibility for research decisions which
can lead to breakthroughs. Instead, we will try to develop innovative methods
which will be in line with safety and security recommendations in their
corresponding standards, so that the proof of concepts which we will develop, will
be possible to be certified in the future.
To sum up, the selection of platforms and especially the toolchains will be flexible enough to
allow the development of generic mechanisms that could be generalised after the project,
but they will be implemented as proof of concept for the platforms that will be selected in
the project. For example:
▪

not a solution for the specific heterogeneous platform that will be selected, but a
solution which will be possible to be extended after the project to general
multicores and heterogeneous platforms

D2.2 Baseline Definition
Version 1

Page 15 of 73

▪

not a solution specific for a GPU from the particular vendor included in one of the
selected platforms, but a solution which could be extended after the project to
other shared devices e.g. network interface

▪

not a solution for the specific Operating System or Virtualisation technology which
will be selected in the project, but a general concept which could be extended after
the projects to commercial, certified operating systems which could not be
adopted in the project for cost or availability reasons.

3.5 Candidate Platforms Selection
Based on the list of the platform requirements we presented in this section, we present the
preliminary list of selected platforms, which we analyse and benchmark in the following
sections.
Due to the requirement for a heterogeneous platform, we had to select between the two
types of accelerators, GPU or FPGAs. As analysed in the previous subsections, both solutions
have their benefits for the project. For this reason, we decided to select two heterogeneous
platforms, one with each accelerator, in order to increase the completeness of our solutions.
However, we will prioritise one of the two platforms, which will be the primary platform
which will be used for research. The second platform will be covered in a best-effort
manner, if the progress on the project commitments according to the DoW permits.
For both types of accelerators, all the embedded solutions are ARM-based. For the GPU
platforms, there are two major families of products which are capable of safety
certifications: the series of Jetson products of NVIDIA and the R-CAR series of Renesas. In
terms of theoretical performance, the Jetson family currently offers the highest performance
not only in comparison with the R-CAR but also in the entire embedded market. For this
reason, we will choose one of the Jetson platforms for the GPU-featuring research and
railway platform. The Renesas R-CAR platform though will be represented in the automotive
gateway platform as a requirement from TTT’s case study.
Regarding the FPGA-based research platform, we select the Zynq Ultrascale+ family of
products from Xilinx [13], which is capable of functional safety certification.
Finally, for the automotive case study of MM, we have selected the AURIX Tricore TC397XP256, which is a requirement of the automotive case study.
In the following sections, we describe the details of these candidate platforms and we
present the results of their benchmarking. Moreover, we present the candidate toolchains
and their comparison.
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4 SW SELECTION AND TOOLCHAIN DEFINITION
In this section we perform an analysis of the software solutions we will use in the project
and a selection of the candidate toolchains which are experimentally tested in the platform
benchmarking.

4.1 Analysis of Virtualisation Technologies
We initially started evaluating the possible virtualisation technologies, which can be used in
order to provide partitioning which is required for both safety and security as we discussed
earlier.

Figure 1 Three classes of virtualisation according to “The Automotive Grade Linux – Software Defined
Connected Car Architecture”) [14]

Figure 1 Three classes of virtualisation according to “The Automotive Grade Linux – Software
Defined Connected Car Architecture”)shows the three different types of virtualisation
defined in [14]. Hypervisor solutions virtualise the system resources e.g. memory, CPU etc.
They are frequently assisted by hardware support from the CPU platform. System
partitioners isolate the system resources completely, proving exclusive access to each
created partition. Finally, container solutions offer a lightweight virtualisation method.
4.1.1 Hypervisors
There are two types of hypervisors, type-1 and type-2, depending on whether the hypervisor
is executed directly on top of the hardware or on top of an additional software layer.
Type-1:
Xen is a widely used type 1 hypervisor solution, which supports almost all processor
architectures (mainly x86 and ARM based). Xen includes support for real time with specific
patches (RT-Xen [15]) and includes both static and real time CPU schedulers. Moreover, it
supports system partitioning for some hardware parts (e.g. CPUs, IOMMU etc). Xen is a
solution which is considered for automotive use by industrial users. Xen is a paravirtualised
virtualisation solution, which means that the guest operating system is aware of being
virtualised. Under certain circumstances, this allows the guest operating system to take
advantage of this knowledge to avoid the extra virtualisation overhead and achieve higher
D2.2 Baseline Definition
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performance. However, in order to do so, the guest operating system and its device drivers
cannot be executed as is, but they need to be modified. Although this is not an issue for
open source components such as the Linux kernel, closed source, proprietary device drivers
as it is the case of GPUs cannot be used, unless their vendors provide a modified version
which will be tied to a given version of the hypervisor and guest operating system. For this
reason, despite its desired features, Xen cannot be considered for the GPU platform.
Xvisor is a complete monolithic and light-weight type-1 hypervisor. It has a much smaller
footprint than Xen and might be a lighter alternative. Currently, it is under active
development. Although Xvisor supports full virtualisation and optionally paravirtualisation,
unfortunately it does not support GPU, therefore it cannot be used for the GPU platform.
VxWorks, PikeOS and QNX are proprietary type-1 hypervisors which are certifiable for both
safety and security and are considered solutions from safety critical industries. Moreover,
they have vendor support for GPUs. However, it is hard to find detailed information of their
features. Additionally, the drawbacks of these solutions which prevent their use in the
project are their high cost as well as the fact that their source code is not available, and
therefore may restrict the solutions developed during the project.
L4Re is a type-1 hypervisor for safety and security, which is based on the L4 microkernel. Like
other hypervisors, it also does not support GPU therefore cannot be adopted.
ACRN is another type-1 hypervisor designed for safety and security. Its main disadvantage is
that it only supports x86 platforms.
Type-2:
KVM is a type-2 hypervisor, which is part of the Linux kernel. Because of this reason it is
under constant development and supports all architectures which are supported by the
Linux kernel. KVM is tightly integrated with QEMU, a binary/full system emulator, which
supports almost all architectures. Whenever the emulated guest binary/operating system
matches the host architecture, all virtualisation takes place by KVM. If there is a need to
virtualise a given resource e.g. a network interface, QEMU can take care of such emulation.
However, KVM is also able to dedicate a resource to a given guest VM, using device-pass
through. Furthermore, KVM has RT capabilities. In comparison with Xen, the KVM version on
ARM architectures achieves better performance [16].
4.1.2 System Partitioner
Jailhouse is a system partitioner developed by Siemens. It was developed in order to
improve the real-time response time over Xen and KVM virtualisation solutions. Its code is
very small and it is developed as a kernel module on a Linux based host system, which allows
partitioning of system resources, e.g. CPUs, memory and devices, so that each resource is
exclusively assigned to a given partition, called an inmate cell in Jailhouse terminology. It is
known to officially support x86 and QEMU, but there is also an older port to Nvidia Jetson
TX2 developed during the Hercules EU funded project, which has only been known to work
with the Linux 4.4 kernel. Moreover, the new versions of Jailhouse have problems with the
NVIDIA Jetson TX1. Jailhouse is also fully supported on the Xilinx Zynq Ultrascale. Although
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from safety and security point of view Jaihouse has very attractive properties, it has serious
limitations that prevents its selection as the virtualisation solution of choice for the project.
In particular, due to its fundamental operation of exclusive use of hardware by each
partition, the maximum number of guests is limited by the (low) number of physical cores in
the platform. Moreover, unlike the rest of the virtualisation solutions, it only allows a very
primitive communication mechanism between partitions, which requires a significant effort,
while the available networking interfaces can only be used by the assigned partition.
Another limitation of Jailhouse is that it is currently a small on-going project, without much
documentation or active community, which makes difficult to use it. Finally, there is no
indication of a success story using a GPU from an inmate cell, and even if it was possible, the
GPU could be only assigned to a given partition. For this reason, Jaihouse has been deemed
as not appropriate for the project.
4.1.3 Container Solutions
LXC (Linux Containers) is a lightweight virtualisation technology which is based on linux
kernel properties of cgroups (control groups) and isolated namespaces.
Docker is a widely used lightweight virtualisation technology which is officially supported by
several vendors and especially enables GPU support. Originally docker was implemented on
top of LXC, however later versions used another implementation. A downside of docker (and
other container solutions) is that it only provides isolation of software, which have to bring
their own OS. In particular, containers run a Linux kernel which is shared with the host kernel
which means that inside the guest environment is impossible to have a custom kernel or
another operating systems like an RTOS. Older studies have shown that the security isolation
provided by docker is not sufficient, however new versions of docker support additional
security mechanisms and permissions such as seccomp (secure computing more), TOMOYO,
AppArmor, SELinux, GRSEC which enhances security.
Xenomai is software layer which provides real-time interfaces for supporting real-time
support in a container environment on top of a generic RTOS core.

Figure 2: Overview of available virtualisation solutions and their supported hardware platforms
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4.1.4 Non-Virtualised System
In addition to virtualisation solutions, partitioning can be implemented without the
intervention of an additional software layers, but instead building on top of operating
systems facilities. For example, in a Linux system each process has its own address space
which provides a degree of isolation, while further security policies for accessing hardware
resources can be added using different users, groups and privileges, as well as leveraging the
numerous facilities implemented for Linux such as SE Linux. In terms of timing, Real-Time
extensions exist for the Linux kernel, as well as methodologies which can reduce
interference and improve real-time properties of the system such as allocation of an
exclusive core for a given task, interrupt rerouting etc. Although the safety and security level
of this solution is lower than the one that can be achieved with the previously mentioned
solution, this approach has the advantage of enabling access to the full hardware capabilities
supported on a given platform, especially closed-source drivers as it is the case with GPUs.
For this reason, such a concept is pragmatically embraced by industry like in automotive
when access to proprietary devices is required, e.g. as a part of AUTOSAR Adaptive platform.
This solution is probably the most ambitious and with the highest potential for impact. For
this reason, we are going to explore it during the project too.
4.1.5 Candidate Virtualisation Solutions
Figure 2 shows the summary of the analysed virtualisation solutions which have been
presented. In short, we had to discard solutions which are either nor supported in the
candidate platforms, solutions which do not support the use of closed-source proprietary
drivers such as GPUs and commercial virtualisation technologies which are closed-source so
that they cannot be modified if it needed for the project needs and also come with a
significant price tag.
Therefore, the candidate virtualisation solutions which are further investigated
experimentally on our candidate platforms are:
1. Xen, because it provides a mature virtualisation solution supported in all candidate
platforms (except the limited functionality TriCore MCU), it is considered by industry
for safety critical setups, it provides the desirable feature of RT-extensions and can
provide enough isolation between guests, as a type-1 hypervisor. However, it comes
with the disadvantage of not allowing proprietary drivers such as GPUs, due to its
paravirtualised nature.
2. KVM, because it is a mature virtualisation solution, supported in all candidate
platforms, except for TriCore MCU, where it is not required anyway. Its hardware
compatibility with multiple platforms is higher that Xen since, as a part of the Linux
kernel, it can be used within whatever Linux kernel version is officially supported by
a given manufacturer. It also features real-time extensions Solutions which can be
used to improve real-time properties in non-virtualised systems can be applied to
KVM too. When it comes to GPU support, KVM has additions which allow the use
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multiple solutions ranging from device-pass through to partial or complete GPU
virtualisation and API-remoting. In terms of completeness and capabilities is the
closest solution that exist to Xen.
3. Jailhouse as a system partitioner provides the highest isolation of resources in a
system and was particularly designed to be more suitable for safety and security
than Xen and KVM. For this reason, it is considered a good candidate for further
experiments.
4. Docker is one of the two solutions that officially support the use of GPUs. Although
its safety and security features are not as strong as the ones of the previous three
solutions, it is an actively maintained project with high impact beyond embedded
computing, therefore its security is being improved constantly. Regarding real-time
execution, it can also benefit from solutions developed for non-virtualised systems.
For its benefits on the use of the GPU this solution will be further explored.
5. Non-virtualised system also officially supports the use of GPUs. Again, its safety and
security level is lower than the rest of the candidate solutions, including docker.
However, advances in this field can directly improve the safety and security level of
other solutions such as KVM and docker and therefore further investigation in this
direction is definitely worth the exploration.
It is worth to note that the candidate virtualisation solutions we selected vary significantly in
their safety and security properties. However, we consider this selection as appropriate,
since one of the requirements to our platforms is mixed-criticality. This will allow us to use
the most restrictive solutions (e.g. Xen or KVM) for critical tasks and other solutions for
lower-criticality, higher performance tasks like the ones using GPUs.
Furthermore, since our goal is not to develop solutions that are tied to a given hardware
platform or virtualisation techniques, we will try to develop a concept that could be used
with other virtualisation methods, too. In order to do so, we consider using an abstraction
layer that is able to provide a common interface between different solutions. Such a solution
for consideration is libvirt, which is a C toolkit to interact with the virtualization capabilities
of recent versions of Linux (and other OSes). The library aims at providing a long term stable
C API for controlling virtual guests of different types such as Xen, KVM, QEmu, LXC, docker,
OpenVZ and many others. Update and controllability services can be implemented either in
C, in other languages e.g. Python or in the native libvirt command line interface.

4.2 Analysis of Performance Counters Solutions
In order to support observability, a property we require the candidate platforms to have, is
to support hardware performance counters, as well software exposed performance
counters.
In this section we present an analysis of the existing solutions for performance counters,
that will constitute a support for the experimental evaluation of the candidate platforms
described in Section 5.
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4.2.1 Hardware Performance Counters
Hardware performance counters are facilities implemented as a part of the hardware design,
which allows to get insights about the events taking place during the execution. At the
lowest level, performance counters implement physical registers which hold the values
which are getting counted. In particular whenever an event of interest occurs, the value of
the counter is increased.
Modern processors expose an increasing number of possible event that could be tracked,
which can approach hundreds of different events. However, it is practically impossible to
implement all of them in silicon, since this would mean that a large part of the chip area
would be devoted to the monitoring infrastructure. For this reason, processors support a
limited number of physical performance counter registers, which are time multiplexed when
more events than the ones supported by the hardware are needed to be tracked. This can
decrease the accuracy of the obtained results, while it increases the complexity of the
software layer required to read the performance counter values. Moreover, in some
architectures like in TriCore, different events are tied to different physical registers, which
renders it is impossible to read events corresponding to the same physical register at the
same time.
Another source of inaccuracy comes from the fact that hardware performance counters are
not an essential part for the functionality of a hardware platform and therefore are usually
incorporated late in the design [17]. This means that they are not validated as thoroughly as
the rest of the design, since the primary use of performance counters is to help optimise the
code executed on a given platform. However, in the safety critical domain there is an
increasing number of solutions which rely on performance counters to build timing models
or measure and detect conflicts. For this reason, performance counters need to be validated
before they are used [18]. Another problem with the use of some implementations of
hardware performance counters is that sometimes their values are not accurate but
approximate. For example, instead of counting a single event, they might report an average
value. For this reason, the performance events provided by an architecture need to be
carefully examined based on the processor manual.
Unfortunately, usually the description of performance counters event in these manuals is
usually very brief, typically a single line in a table. As a consequence, this description is often
not very clear, therefore additional work is needed in these cases, to carefully evaluate what
event exactly is measured. Furthermore, it is not uncommon for performance counters
descriptions to be incorrect, as it is the case for other pieces of processor documentation,
which are later corrected in errata issues.
Apart from the issues related to the physical implementation and interpretation of
performance counter events, performance counters come with important software
implications. In order to access performance counters, some architectures provide memory
mapped addresses which correspond to given counters while others provide special control
registers. This allows to enable the counting of the events of interest as well as starting and
stopping measurements. To do so, writing low level assembly or C-code is required to
perform these low-level operations.
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Upon the event of a performance counter overflow, which depends on how long the
measurement is performed and how frequently the event of interest takes place, some
architectures generate an interrupt while others indicate this event with a special bit. This
fact makes the required software for handling performance counters even more complex.
Therefore, the described low-level performance counter access is only used for bare-metal
environments. When operating systems are involved, higher level mechanisms are used [19],
which are described in the next section.
4.2.2 Operating Systems Support for performance counters
Mainly for security reasons, performance counters are usually accessed from a privileged
processor mode, mainly for security reasons, i.e. to prevent observing information about the
execution of a specific task, which might be used for covert timing channel attacks. As a
consequence, performance counters facilities are built into operating systems. Each
operating system supports its own way to expose performance counter metrics, however in
this document we focus on the Linux kernel which the most general operating system and
supports many different subsystems.
Perfctr is one of the older performance counter APIs built in the Linux kernel, going back to
1999. Performance counters are provided through system calls, however their overhead can
be reduced in x86 processors by memory mapping the performance counters to the calling
process address space. It is accompanied with a user space library libperfctr.
Oprofile is another performance counter interface of the Linux kernel. An interesting feature
of this API is the ability to sample system wide events, as well as events for a given process.
This subsystem is included in the Linux kernel since 2002 with version 2.5.43 but currently is
considered as deprecated.
Perfmon is another Linux kernel interface for performance counters event. This interface has
gone through several redesigns, as it started as an API for the Intel Itanium processor, but in
its second version gained support for several architectures. However, its implementation
with 12 system calls raised concerns within the kernel community, which resulted in further
reduction of its system calls to 8 in its third version.
Perf_event is an additional performance counters solution of the Linux kernel, which was
designed at the same time as perfmon3, in order to deal with the issue of the several system
calls required by the perfmon2. It gained wider acceptance than perfmon3 and for this
reason it became the default performance monitoring solution used within the Linux Kernel.
Perf_event is accompanied with the perf utility which comes together with the Linux Kernel,
providing access to both the hardware and software performance events exposed by the
kernel. Similar to the bare metal access, it allows also to read a specific hardware counter
using its own id.
4.2.3 Userspace Performance counter libraries
In order to allow individual processes to measure events, user space libraries offer the
functionality to interface with the kernel exposed facilities for performance counters.
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libperfctr as already mentioned, is the user space library used with the perfctr kernel
interface.
PAPI (Performance Application Programming Interface) is probably the most widely used
performance counter user space library. It was developed in the University of Tennessee, in
order to facilitate the optimisation of high performance applications used in HPC. PAPI
supports almost all architectures and utilises the perf_event linux kernel interface.
Moreover, its layered design allows its portability to new unsupported architectures, even
the ones which are not based on Linux, eg. by implementing only its low level interface [20].
LIKWID (Like I Knew What I'm Doing) is another performance counters user space library,
developed by the RRZE (Erlangen Regional Computing Center) for the optimisation of
scientific applications in HPC. Although initially developed for x86 architectures, it now
supports several architectures, like PAPI, therefore it is a viable alternative.
nvprof is a proprietary infrastructure of NVIDIA which allows the collection of performance
counters and software metrics from NVIDIA GPUs.
4.2.4 Software counters/metrics
In addition to mechanisms used by the operating system to expose hardware performance
counter values, operating system kernels also have mechanisms to provide access to several
software metrics, which can be used to identify the activity and the load the system, as well
as to guide decisions.
The Linux kernel provides two virtual filesystem interfaces for exposing such information to
user space programs, /proc and /sys. Numerous special files exist under these directories,
which can be read in order to gain information such as the utilisation of each processor,
virtual memory statistics, interrupts, block storage statistics, context switches etc. These
data can be either interpreted directly reading these files, or through utilities such as ps, top,
iostat etc.
In addition to these interfaces, the Linux kernel provides several software metrics as part of
its perf_event interface, which can be read using the perf utility.
4.2.5 Performance Analysis Tools
In addition to the performance counter infrastructure which allows to measure performance
counters and can also be used at deployment time, several performance analysis tools exist,
which allow to understand an application or system behaviour based on information
collected from performance counter user space libraries. This way, the available information
can be visualised in order to provide further insights for the operation and allow its
optimisation. The majority of this type of tools were initially designed for HPC use, however
they can also be helpful also in the context of our project, especially for refinement of a
system through updates.
Paraver is a performance analysis tool developed in the Barcelona Supercomputing Center,
which is part of the BSC performance tools suite which includes several applications like the
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Extrae instrumentation library. It allows the visualisation of several performance counter
events, as well as the definition of custom performance counter metrics. It’s implementation
relies on PAPI and other userspace libraries such as the nvprof for obtaining performance
counters for GPUs. Paraver is used in several supercomputing facilities around the globe and
it is a part of the OpenHPC suite.
Vprof is a performance analysis tool developed by the Sandia National Laboratory [21]. It
contains support for PAPI.
TAU (Tuning and Analysis Utilities) suite contains paraprof, a profiling visualisation tool,
developed at the University of Oregon. Performance counter traces obtained with TAU
instrumenter can also be visualised with Paraver.
nvvp (Nvidia Visual Profiler) and NVIDIA Nsight are proprietary profilers and visualisers for
NVIDIA GPUs.
Streamline is ARM’s visual performance analyser for ARM CPUs and GPUs. It is part of ARM’s
proprietary DS-5 Development Suite, now known as Arm Development Studio. It relies on
the gator Linux kernel module which provides performance counter measurements for both
CPUs and GPUs in ARM SoCs.
System Performance Analysis is part of the Xilinx’s SDK which allows reading performance
counters from Xilinx’s FPGA SoC, including performance counters and metrics from its CPUs,
GPU, DDR etc.
4.2.6 Candidate Performance Counters Toolchains
From the surveyed options, the perf_event facility of the Linux Kernel and its user space perf
utility is considered the most portable solution among different platforms. For this reason
we will further investigate its applicability in the candidate platforms. Among the user space
libraries, PAPI has the largest support in platforms and integrates nicely with perf. Moreover,
a subset of PAPI can be implemented in the TriCore, so that it can provide a common
interface for performance counters among all platforms. If usage of PAPI is impossible to be
used, LIKWID is a good alternative. Finally, from the performance analysis point of view,
paraver is a portable solution which will be explored in order to offer the same analysis tool
for all platforms. However, if it is needed e.g. for GPU performance counters, we will also
use the proprietary tools from the platform vendors.

4.3 Software Randomisation
Software randomisation is a generic family of solutions which have been employed to
increase safety and security of computing systems.
4.3.1 Applications in Safety
In the safety critical systems, software randomisation solutions have been used to enable an
emerging timing analysis method on existing hardware, called Probabilistic Timing Analysis
[6] and in particular its Measurement Based variant (MBPTA) [7]. These solutions were
developed and received wide acceptance in the real-time systems community through the
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EU funded projects PROARTIS [8] and PROXIMA [9], during which they have been
demonstrated in realistic industrial contexts using case studies from several safety critical
domains such as avionics [22] [23] [24], aerospace [25] [26], railway [27] and automotive
[28] [29].
Measurement-Based Probabilistic Timing Analysis allows the computation of a probabilistic
Worst Case Execution Time (pWCET) curve instead of the single WCET value computed by
conventional timing analysis methods. This is achieved by sampling the execution time of the
system under analysis, and processing the samples with a methodology based on Extreme
Value Theory, a well established branch of statistics which allows to describe extremes of
distributions, its maximum in this case. Probabilistic Timing Analysis can provide estimates
with arbitrary low probabilities, which allows the end user to quantify the desired threshold
and even set it lower than the accepted maximum exceedance failure rate defined in safety
critical standards i.e. in avionics or automotive.
In order MBPTA to be applied, two properties need to be satisfied [30]:
a) the execution times of the system must be described by random variables, which are
independent and identically distributed (i.i.d.)
b) the execution times obtained at system analysis should match or be longer than the
ones experienced at system deployment. This property is known as
Representativeness in the MBPTA literature [6].
These properties can be satisfied either at hardware level, e.g. by designing a system which
is MBPTA compliant [31], or at software level [32]. Software randomisation, allows helps in
both aspects, allowing an existing platform to become MBPTA compliant.
In particular, software randomisation changes the location of program elements (code,
stack, heap, global variables) in memory. This results in different mappings of these
elements in the processor caches and other cache like structures i.e. TLBs, producing
different hardware interactions resulting in random execution times, which follow a
probabilistic distribution. Moreover, this probabilistic distribution is the same on both
system analysis and deployment, ensuring that representativeness is also achieved.
Software randomisation has been implemented in various ways and on several hardware
and system software platforms. More concretely, it can be performed dynamically (at
system runtime) or in a static fashion as it is the case in flash based systems such as the
TriCore. So far, dynamic implementations exist for PowerPC [24], SPARC v8 [25] and x86 [33]
targets and have been integrated with several operating systems: bare metal [32], Linux
[33], RTEMS [25], Pike OS native, Pike OS APEX ARINC 653 [24]. The static variant is
completely portable since it relies on TASA [34], a source-to-source compiler which is
independent of any particular toochain and has been demonstrated with Aurix Tricore TC27x
and ERIKA RTOS [29].
In addition to its contribution to the pWCET computation, software randomisation makes
the timing of a program robust in memory layout changes. For example, under a
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deterministic execution scenario when a program is modified or updated in order to provide
a fix, the change in memory layout can result in abrupt performance changes. The same can
happen when the time of a program is analysed in isolation but integrated as a part of a
larger system. Both these cases are examples in which a solution can be provided either in a
deterministic fashion but with high effort (e.g. fix the memory layout with fine control over
the memory layout placement) or with a randomised method.
Apart from the use of software randomisation to facilitate dealing with timing issues in realtime systems, software randomisation has been also used to make software resilient to
memory crashes from accidental memory corruption [35]. This additional benefit can
increase the safety of the system.
Another use of software randomisation is for performance analysis and evaluation [33].
Modern complex hardware platforms introduce a significant amount of noise in
performance measurements, which makes it difficult to distinguish performance differences.
However, randomising the layout of a program allows the true statistical behaviour in its
execution time to be exposed and compared with another e.g. optimised version of the
same program in order to identify whether the change had an actual impact on its
performance.
4.3.2 Applications in Security
Software randomisation has been used for long time in security. For example, dynamic
software randomisation allows a program to be protected against unintentional memory
violations (software bugs) as well as against intentional exploitations of the memory layout
of a program. In particular, buffer overruns and return oriented programming attacks exploit
the attacker’s knowledge about the placement of various values in memory, such as the
function return address in the program’s stack frame. However, the randomisation of the
stack frame using a dynamic software randomisation tool or the address space layout
randomisation (ASLR) which is incorporated in operating systems kernels for long time
already, can completely prevent or at least mitigate such attacks.
In addition to these attacks, a form of software randomisation has been introduced within
operating systems to mitigate the impact of spectre and meltdown microarchitectural flaws
which have been recently disclosed. This solution is called Kernel-based address space layout
randomisation (KASLR) and applies the same concept within the Linux kernel [10].

4.4 Final Software Toolchain Selection
4.1 Candidate Software Toolchain Selection
In this section we summarise the candidate software toolchain selection which we evaluated
experimentally in the next Section, before making our final section.
In terms of virtualisation solutions, we selected Xen, KVM and Docker as well as the
possibility to have real-time behaviour without a virtualisation solution, on top of Linux.
These solutions will be used together with a virtualisation agnostic library such as libvirt,
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which allows to develop solutions which are not dependent on the exact virtualisation
technique which will be used.
Regarding the performance counters facilities, the candidate selection will be the
perf_events subsystem of the linux kernel and the performance counters library PAPI. In
case that this library is not available, another one like LIKWID will be evaluated.
Finally, in the software randomisation for safety and security, we will consider solutions such
as the ones developed in PROARTIS and PROXIMA, which have been proved portable among
several platforms, especially the Toolchain Agnostic Software Randomisation (TASA) [34]
which is a universal solution with a single requirement of the presence of a (C) compiler.
A detailed assessment of the toolchain is reported in Section 5.4.1.
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5 HW PLATFORMS ANALYSIS AND EVALUATION
5.1 Xilinx Zynq Ultrascale+
The Zynq Ultrascale+ familily of MPSoC products from Xilinx includes several FPGA products.
There are three different series of products: Zynq UltraScale+ CG, EG and EV.

Figure 3: Block diagram of Xilinx’s Zynq Ultrascale+ products

Figure 3 shows the block diagram of Ultrascale+ devices. All three series contain the same
components with minor differences. In general, the Ultrascale+ is a complex multicore,
heterogeneous MPSoC platform. It contains several processing elements: CPUs, GPU, FPGA
and Peripherals.
The platform is divided in two main sections, the processing system (PS) and the
programmable logic (PL). The processing system (PS) consists of fixed hardware resources,
while the Programmable logic contains the FPGA reconfigurable resources.
The Ultrascale+ is a heterogeneous platform even in terms of CPUs, since it contains two
different families of GPUs. First we have the high performance cluster of CPUs, Application
Processor Unit (APU) which contains 4 High-Performance ARM Cortex A53 Cores. These
cores have complex architectural designs which implement the ARMv8 ISA. They contain
private L1 caches and shared L2 Caches and have multiple pipelines: integer, floating point,
as well as a vector pipeline supporting ARM’s vectorisation NEON instructions. In terms of
D2.2 Baseline Definition
Version 1

Page 29 of 73

safety, the high-performance cores are protected with parity in the instruction cache, and
with ECC in the date L1 and L2 cache.
Moreover, the platform includes 2 Real-Time ARM Cortex R5 Cores, which implement the
ARMv7-R instruction set, which make up the Real-Time Processing Unit. These two
processors can be executed independently or in a lockstep mode, a feature which makes the
platform capable of functional safety certification up to ASIL C. The two real-time CPUs
feature L1 private caches, private scratchpads and multiple pipelines, for integer, floating
point operations and small vectors.
The difference of the EG family is the inclusion of an embedded multicore GPU, ARM Mali400 MP2. This GPU is the most widely used low-end GPU in the embedded market. In the
particular configuration included in this SoC, the GPU is composed of 3 cores: 1 geometry
processor and 2 pixel processors. Since this GPU is low-end, it supports only graphics using
the OpenGL ES 2.0 API.
In addition, the EV family contains an integrated H.264 / H.265 video codec capable of
simultaneous encode and decode up to 4Kx2K (60fps).
Other included components are the two RAM memories, a DDR and a small on-chip memory.
The DDR controller offers 6 ports to processing elements, some of which are shared.
Interestingly the DDR controller allows to the software to observe and configure latency, by
accessing DDR related performance counters.
Moreover, as the CPU are compliant with the ARM instruction sets, they support the
performance counters which are available in their corresponding processor manual. In the
experimental evaluation, we confirm that we were able to access them.
The processing system can be used either in bare-metal mode (without operating system),
or using one or more operating systems, depending on the system configuration. This is
because the system can be partitioned using the reconfigurable part of the FPGA, in order to
create completely isolated partitions, assigning resources statically to each hardware
partition in an exclusive manner. The high-performance cores are capable of booting Linux
by installing a base system in the SD card of the platform. Xilinx supports PetaLinux a
stripped down version of Linux which supports out of the box KVM, QEMU, oprofile and
perf. Moreover, the Xen hypervisor is also supported out of the box, with ready
paravirtualised versions of Linux and FreeRTOS. The real-time processors support either
bare-metal execution or the FreeRTOS out of the box. In addition to these options, other
options of (real-time) operating systems are also supported [36].
The platform also includes a Management Unit, which includes an additional Master
Processor which is used for initialisation and system management. The management unit is
responsible for 3 main operations: system management such as initialisation during booting,
power management through ensuring that the master processor operates at low power
states, applying frequency, voltage and other power management operations, error handling
and reporting and functional safety features such as memory scrubbing.
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In terms of security, the platform contains a configuration and security unit. This units
consists of a Triple redundancy core which is responsible for secure boot, cryptographic
operations and system monitoring for voltage, frequency, and temperature. The platform
allows these values to be observed through the System Performance Analysis software of
Xilinx’s SDK.
Finally, the processing system includes several Peripherals and Connectivity interfaces such
as DMAs, USB, SATA, PCI, Ethernet, CAN, etc.
The FPGA part on the other hand has its own resources, but it shares the main memory with
the rest of the SoC via the AMBA AXI Interconnect, which has QoS support and cache
coherency between processing elements.

5.2 NVIDIA Embedded GPU Boards
Nvidia is the leading GPU provider in the desktop and high-performance market. However, in
the recent years, it has launched a few embedded GPU platforms, which we examine below.
Nvidia was the pioneer GPU company that provided a commercially supported general
purpose computation solution on GPUs, through its proprietary programming model and
language, CUDA. CUDA is a C/C++ extension for GPU programming and it is implemented
using a closed source compiler and operating system driver.
As a proprietary solution, CUDA changes rapidly incorporating new features that are
supported by new Nvidia GPUs. CUDA versions are in general backwards compatible with
each other, however sometimes newer versions drop support for older GPUs. This means
that while a CUDA program written in version 1 can be executed even on hardware
supporting the latest version (currently 9), the latest CUDA driver, compiler and runtime
cannot be executed in every GPU. In fact, each CUDA version is associated with GPU
hardware features supported in certain hardware generation, known as compute capability
or SM version. Table 1 summarises the features supported in each hardware generation.
Table 1: Features supported by the different versions of CUDA
Feature support (unlisted
features are supported for all
compute abilities)

Compute capability / SM version
1.0

1.1

1.2

1.3

2.x

3.0

3.5 - 5.2

5.3

6.x

7.x

Integer
atomic
functions
operating on 32-bit words in
global memory
No

Yes

atomicExch() operating on 32bit floating point values in global
memory
Integer
atomic
functions
operating on 32-bit words in
shared memory

No

Yes
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atomicExch() operating on 32bit floating point values in
shared memory
Integer
atomic
functions
operating on 64-bit words in
global memory
Warp vote functions
Double-precision
operations

floating-point

No

Yes

Atomic functions operating on
64-bit integer values in shared
memory
Floating-point atomic addition
operating on 32-bit words in
global and shared memory
_ballot()
No

Yes

_threadfence_system()
syncthreads_count(),
_syncthreads_and(),
_syncthreads_or()
Surface functions
3D grid of thread block
Warp shuffle functions

No

Yes

Funnel shift
No

Yes

Dynamic parallelism
Half-precision
floating-point
operations:addition, subtraction,
multiplication, comparison, warp
shuffle functions, conversion

No

Atomic addition operating on
64-bit floating point values in
global memory and shared
memory

No

Tensor core

No

Yes

Yes

Yes

D2.2 Baseline Definition
Version 1

Page 32 of 73

In addition to software constructs directly related to hardware capabilities, new CUDA
versions come with several libraries, optimized for Nvidia hardware such as libraries for
linear algebra (cuBLAS), Fast Fourier Transform (cuFFT) etc.
In comparison with OpenCL, CUDA supports more advanced features, which appear in the
language as soon as Nvidia implements them in hardware. On the other hand, OpenCL as an
industry standard in which several GPU vendors are represented, these features are
introduced much later and only if all the vendors can implement them in hardware. In the
past Nvidia used to support OpenCL, but its performance was significantly lower in
comparison with their CUDA implementation for the same hardware. Moreover, it seems
that Nvidia has recently ceased to support it in newer versions of hardware and software.
CUDA compiles to a device independent intermediate representation called PTX. At runtime
PTX is translated to the particular GPU assembly supported for the particular GPU capability.
Although PTX is well documented, the real-GPU assembly is not publicly available. This
prevents the development of certified open source drivers, since the available open-source
driver, called nouveau, is based on reverse engineering efforts of the proprietary closed
source driver of Nvidia. As such, nouveau has lower performances than the Nvidia driver and
has no support for CUDA.
Nvidia desktop and high-performance GPUs are known for their extreme performance
capabilities which exceed the TFLOPS range and their energy efficiency as indicated by the
fact that 8 of the top 10 green supercomputers in the world as of November 2019 are using
Nvidia GPUs, as well as one quarter (132) of the TOP 500 Supercomputers. However, those
products consume hundreds of watts which is beyond the limit of safety critical embedded
systems.
In order to address this issue, Nvidia has released the last few years several GPU boards for
the embedded market. In the following subsection we examine these products and their
characteristics. The Tegra platforms are the mobile SoCs which can be used for
implementing different products, while their Jetson counterparts use the same SoC in a
single board computer that is sold with a preconfigured software environment as a
development kit.
Next we examine the different platforms and their characteristics.
5.2.1 Tegra K1 and Jetson TK1
The K1 was the first embedded SoC from Nvidia, focusing on the embedded market which
was introduced in 2014. It combines 4 ARM Cortex-A15 CPU with an NVIDIA Kepler GPU with
192 SM3.2 CUDA cores (up to 326 GFLOPS). The Jetson version uses 2GB DDR3L memory.
The power consumption of the K1 SoC is between 1 and 5 W. However, in a Jetson platform
the rest of the board can draw from 1.5 up to 45W depending on the connecting peripherals,
with maximum 58W (4.8A @ 12V). The CUDA support of the platform is limited to version 6.
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Table 2: Tegra K1 processor specifications
CPU/GPU

Tegra K1 Processor Specifications

NVIDIA® Kepler™ Architecture

192 NVIDIA CUDA® Cores

CPU Cores and Architecture

NVIDIA 4-Plus-1™ Quad-Core ARM Cortex-A15 "r3"

Max Clock Speed

2.3 GHz

Memory
Memory Type

DDR3L and LPDDR3

Max Memory Size

8 GB (with 40-bit address extension)

Package
Package Size/Type

23x23 FCBGA
16x16 S-FCCSP
15x15 FC PoP

Process

28 nm

The Germany-based company Avionic Design offers since 2014 (last updated in 2016) a K1
based board for avionics use, with power consumption between 5 and 15W and operating
temperature range of 0 to 70°C [37]. Moreover, the company started in 2012 with support
from Nvidia to work on open-source drivers for this platform for the special needs of the
automotive domain. However, it seems that the driver only focuses on the graphics, but not
in the compute APIs [38].
The Colorado Engineering company offers 3 TK1 based boards (TK1-SOM-2GB $339, TK1SOM-4GB $429 and TK1-SOM-8GB $449). The boards support a number of connectivity
options including CANBus and MIL-STD 1553. The idle power consumption of the board is
between 5-10W and includes a fan in addition to the heat sink, although it can be omitted
depending on the application. The platform power consumption is broken down as follows:
GPU max power: 5 watts; CPUs max power: 15 watts; DDR3 max power: 5 watts (2 GB); 10
watts (4 GB).
Table 3: Colorado Engineering TK1 SOM environmentals
COLORADO ENGINEERING TK1-SOM ENVIRONMENTALS
Support

10-year life cycle support

Grade

Automotive grade

Operating

-20° C to 55° C
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Storage

-40° C to 75° C

Shock

10G

Vibration

15 – 2000 Hz, 0.1 g2 / Hz
Conformal coating available

In 2015 General Electric created COM Express Module, a Tegra K1 based module operating
at under 10W and 7-year long lifecycle guaranteed availability. Moreover, it launched several
other MIL-spec modules based on TK1 with different GPUs versions (both Kepler and
Maxwell) and performance [39]. Among those, we can find a triple redundant TK1, providing
more than a TFLOP within 35W. These platforms have been pre-qualified for space use,
integrated in the moon landing vehicle “Griffin” developed by space exploration company
Astrobotic as Astrobotic’s entry into the Google Lunar XPRIZE competition. The TK1 platform
powers the MAGIC1 rugged display computer, supporting land, rove and stream H.264 video
to Earth.
Table 4: General Electric COM express module environmental
GENERAL ELECTRIC COM EXPRESS MODULE ENVIRONMENTALS
Operating

0° to +65° C (standard)
-40° to +75° C (extended; CPU dependent)

Vibration

15 – 2000 Hz, 0.1 g2 / Hz

Storage

-40° to +125° C

Operating
humidity

10% to 90%

Shock

40 g, 11 ms

Vibration

15 – 2000 Hz, 0.1 g2 / Hz
Conformal coating available

While K1 chips will continue be available until 2024, the Jetson board stopped shipping in
April 2018 and Nvidia has dropped its support. For this reason, this platform is not
considered further.
5.2.2 Tegra X1 and Jetson TX1
TX1 is based on the Maxwell Nvidia architecture with 256 Cuda cores with compute
capability 5.3, supporting CUDA 7.5 - 8. Similar to the K1, it also contains 4 ARM CPUs.
However, they are the more advanced A57 cores which implement the ARMv8 64-bit
instruction set compared to the 32-bit ARMv7 A15. The Jetson platform is able to achieve
1TFLOP at FP16, it has 4GB memory, weights 45 grams and consumes 10-15W, while its
operating temperature is -25-85 °C.
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Table 5: Tegra X1 processor specifications
TEGRA X1 PROCESSOR SPECIFICATIONS
GPU

NVIDIA Maxwell 256-core GPU, DX-12, OpenGL 4.5, NVIDIA CUDA®, OpenGL
ES 3.1, AEP, and Vulkan

CPU

4 CPU-cores, 64-bit ARM® CPU 4x A57 2MB L2

VIDEO

H.265, VP9 4K 60 fps Video 4k H.265, 4k VP9, 4k H.264

POWER

20 nm SOC – TSMC Isolated Power Rails, Fourth-Generation Cluster Switching

Colorado Engineering offers a Jetson X1 and X-Carrier board with 4GB memory at the cost of
$749 and $299 respectively. Although it supports CANBus, it does not seem to be targeting
critical markets such as their K1 board, since only the X-Carrier board is automotive grade.
COLORADO ENGINEERING JETSON X1 ENVIRONMENTALS
Support

10-year life cycle support

Operating

-20° C to 55° C

Storage

-40° C to 75° C

Shock

10G
Custom temperature testing available

Nvidia offered two automotive platforms based on the X1, the Drive CX and Drive PX. Drive
CX was mainly marketed as a digital cockpit computer for rich dashboard, navigation, and
multimedia. On the other hand, Drive PX contained two X1 SoCs and were targeting semiautonomous cars. Drive PX platforms which are capable of 2.3 TFLOPS at FP16 with 20W of
power consumption, are reportedly used by Tesla and Toyota.
5.2.3 Tegra X2 and Jetson TX2
The Tegra X2 SoC, also known as “Parker”, is an improvement over X1. Unlike X1, it is based
on the next GPU microarchitecture, Pascal, and has 256 Cuda Cores, with compute capability
of 6.2 and CUDA version 8. The X2 chips are made using FinFET process technology using
TSMC's 16 nm FinFET manufacturing process. Similar to the X1 it contains a quad-core ARM
Cortex A57, but it also includes 2 Nvidia Denver2 ARM CPUs. The Jetson board contains 8GB
LPDDR4 memory and achieves more than 1TFLOPS of FP16 in less than 7.5W. It weights 85gr
and its operating temperature is -25°C to 80°C. Interestingly, the Jetson TX2 supports CAN
bus connectivity.
The Jetson TX2i is a Jetson TX2 for industrial designs and functional safety features with its
rugged design, small form factor and power envelope, targeting industrial robots, machine
vision cameras and portable medical equipment. The TX2i is designed for reliable operation
in harsh industrial environments, providing long operating life (MTBF) and comes with an
extended warranty and sales lifecycle, at a cost of £699.00. This Jetson variant also supports
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ECC protection, enabled by software. This functionality supports Single Bit Error (SBE)
correction, Double Bit Error (DBE) detection and Hardware-assisted software demand scrub
for correcting single-bit errors.
Colorado Engineering offers a Jetson X2 and X-Carrier board at the price of $848.00.
However, similar to their Jetson X1 product, it doesn’t seem to target critical domains as
they do with their K1 product.
The Nvidia PX2 automotive platform contains depending on the configuration one X2 SoC
(AutoCruise) or two X2 SoCs (AutoChauffeur, which also includes 2 discrete Pascal GPUs).
Both variants are used in Tesla’s cars for different functions. AutoCruise operates at 10W
without active cooling and is able to provide 1.3 TFLOPS of FP16. The AutoChauffeur is
configurable from 1 to 4 processors to multiple PX2, achieving 8 TFLOPS and 24 DNN TOPs,
with a power consumption of 250W.
5.2.4 Tegra Xavier and Jetson Xavier
The Xavier is the most recent Tegra SoC from Nvidia, which is available in the market since
late 2018. It is based on the latest GPU architecture Volta with 256 Cuda cores, achieving 1.3
TFLOPS. The SoC also contains 8 custom CPUs Carmel ARMv8 from Nvidia and an Tensor
Processing Unit (TPU) called Deep Learning Accelerator (DLA). The fabrication process is
TSMC 12nm FinFET, containing 7 billion transistors with estimated area of 300 mm2, while
its memory will be based on LPDDR4. The power consumption is 30W.
The Xavier is 15 times more energy efficient compared to X2 and it’s designed to be
compliant with critical automotive functional safety standards such as the ISO26262, in
order to achieve ASIL C. The Xavier is planned as a replacement of current PX2
AutoChauffeur platforms with a single SoC.
With multiple operating modes at 10W, 15W, and 30W, Jetson Xavier has greater than 10x
the energy efficiency and more than 20x the performance of its predecessor, the Jetson TX2.
Jetson Xavier is designed for robots, drones and other autonomous machines that need
maximum compute at the edge to run modern AI workloads and solve problems in
manufacturing, logistics, retail, service, agriculture and more. Jetson Xavier is also suitable
for smart city applications and portable medical devices.
The Nvidia Drive Pegasus is an Nvidia solution targeting the performance requirements of
level 5 autonomous driving (completely automated driving), 10 times more the capabilities
of PX2. Pegasus is designed to reach ASIL D certification. It combines two Xavier SoCs with 2
discrete post-Volta GPUs, with a total TDP of 500W.
In addition to the car manufacturers that use Nvidia Xavier platforms for autonomous
driving, other companies partner with Nvidia in order to create OEM Xavier based platforms.
This is the example of Bosch as well as the ZF, which build their own development platform,
ProAI. The latter is a platform specifically combined with Baidu’s Apollo open platform, to
allow companies to build autonomous vehicle systems.
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Tegra Orin is the new product in the Drive series, which will appear in the future and will
combine multiple Pegasus boards in one chip.
5.2.5 Availability of performance counters
All the NVIDIA embedded platforms which have been analysed provide performance
counters which are a strong requirement in UP2DATE for the support of observability
solutions. In particular in the CPU side, all platforms are compliant with ARM’s v7 or v8
instruction set, regardless of whether they are designed by ARM or NVIDIA. As such, they
necessarily implement the performance counters interface provided in the specification of
these cores. In the experimental evaluation part, we validate whether the performance
counters reported as available according to the processor manuals of these cores, are
accessible through the candidate performance counters facilities which have been analysed
in the previous Section.
Similarly, on the GPU side NVIDIA provides support for performance counters in all its GPUs,
including the embedded ones, using its proprietary nvprof, nvvp and NSIGHT solutions.
Again, in the experimental evaluation we test whether performance counters are available
through those facilities.

Figure 4: Jetson Xavier Power Rails and performance counters mapping

Finally, the Xavier platform includes performance counters which can provide information
about the voltage and current of various parts of the SoC, such as the CPU, GPU and DRAM.
This allows to compute the power consumption of the board. However according to
NVIDIA’s guidelines, this should not be sampled more than once per second. The counters
are exposed to the user space using the /sys interface. Interestingly, by analysing older
manuals of the TX2 board, we also found out that the same facility is present in the TX2
board, although this valuable piece of information has been removed from the newer
versions of the platform manuals.
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5.2.6 Summary of Nvidia GPUs
There are 225 partners developing on the Nvidia DRIVE PX platform and more than 25 are
developing fully autonomous robotaxis using Nvidia CUDA GPUs. This is a significant
indication of Nvidia products used in the automotive sector. This in combination with the
wide user base of CUDA and the fact that NVIDIA platforms offer at this moment the most
powerful embedded GPU, it means that one of these platforms should be selected after our
experimental evaluation as the primary GPU based heterogeneous platform.
It seems that the automotive products from Nvidia are constantly changing, with a new
product introduced every year, while the previous ones becoming obsolete and run out of
stock. Although Nvidia seems to support the introduced SoCs for long time, its development
boards are no longer available.
From other safety critical domains like avionics, where safety requirements are stricter, it
seems that the most mature platform is the TK1, which is offered as an automotive grade
platform from Colorado Engineering and for avionics use from Avionic Design. However,
such an old platform which has reached the end of life from NVIDIA support is not an option
as a candidate for the research platform, which has to be a state of the art platform, such as
the TX2 or Xavier, which we evaluate experimentally in the last part of this section.
We expect that these two platforms will reach similar maturity by the end of the project, so
our developments could be applied in industrial setups over this platform. Moreover, since
our plan is to deliver general solutions that can be applicable in different platforms, if
another more powerful platform from a different vendor becomes available in the future, it
could also adopt our solutions.

5.3 AURIX TriCore TC397
The AURIX TriCore TC39x line of SoCs from Infineon is an evolution of the TC29x to address
the increasing performance needs of the automotive market. In fact, both chips are pin
compatible.
In Figure 5 we can see the block diagram of the platform. Compared to the previous
generation, TC397 increases the number of cores up to 6. The cores are organised in 2
clusters. The cores of the first cluster have the option to enable dual-lockstep execution with
checker cores for functional safety. Each of the core is equipped with a private program and
data scratchpads and caches. In addition, each core has access to a slice of the distributed
local memory (DLMU) as well as to a private local memory unit (LMU) and local Program
Flash Memory (LPB). There are also 2 Default Application Memories (DAM) which are shared
between the cores. The interconnection between cores, memories and the various
peripherals takes place using a cross bar network.
In terms of functional safety, in addition to the dual lockstep functionality, all memories are
protected with ECC. Regarding security features, the system includes a hardware security
module (HSM), which implements a secure boot process. It includes a true random
generator and several cryptographic accelerators (AES, SHA, PKC).
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Finally, regarding performance counters, which is a strong requirement for the observability
of the system in the UP2DATE project, each core features 5 physical registers, similar to the
TC29x. 2 of the counters have a fixed functionality, measuring cycles and number of
executed instructions. The rest 3 counters can be programmed to count 4 distinct events
each. For this reason, this platform has the limitation that performance counters
corresponding to the same hardware register cannot be measured at the same time. This
provides a total of 14 events which are provided by the hardware.
In addition to the core events, additional metrics are provided using the proprietary
measurement solutions for the Aurix core, such as the MCDS solution from Infineon.

Figure 5: Block Diagram of the Aurix Tricore TC39x

5.4 Experimental characterisation of the hardware platforms
In this section, we evaluate experimentally the candidate research platforms, in order to
select the most appropriate one, based on their characteristics. In particular, the selection is
between the NVIDIA GPU-platforms and the Zynq Ultrascale+. In particular, we perform the
following tasks:
First, we assess whether the candidate toolchains can be used in all the platforms, so that
we can select a common solution. In addition, we verify whether the performance counters
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– whose presence in the candidate platforms have been already confirmed, as presented
earlier in this section – can be read with the candidate performance counter solutions. Next,
we evaluate the performance capabilities of the candidate platforms as well as their realtime capabilities.
Note that we don’t experiment with the platforms which have been selected based on
requirements from end users, because these are platforms with which the end users already
have prior experience and therefore they can guarantee the presence of the required
features and their usability.
5.4.1 Toolchain Assessment
5.4.1.1 Xilinx Ultrascale+
We performed an assessment in the Xilinx Zynq Ultascale+ EG ZCU102 confirming that Xen
with RT-patches can be used, as well as the latest Linux kernel with support with
KVM/Qemu. Moreover, we have confirmed that we can compile and execute code in baremetal configurations in both the high performance and real-time CPUs, as well as to access
their performance counters, which we use later in this subsection for collecting the
benchmarking results.
5.4.1.2 NVIDIA Platforms
The toolchain assessment on the NVIDIA platforms has been more complicated than in the
Ultrascale. We started our assessment using the NVIDIA TX2 board, which is the board which
we were aware that supported at least partially, all the candidate virtulisation solutions and
operating systems which we wanted to assess.
5.4.1.2.1 TX2
5.4.1.2.1.1 XEN
As we have explained in the analysis section of virtualisation solutions (Subsection 4.1)
among the candidate solutions, Xen had the most desirable set of features. Although we
experimentally confirmed that Xen could be used on the TX2, including the Xen Real-time
patches and the latest stable version of Linux kernel in paravirtualised mode as a guest, the
problem we faced was as expected with the proprietary GPU drivers from NVIDIA. However,
the open source nouveau driver does not support CUDA which is essential to leverage the
high-performance capabilities of this heterogeneous platform.
Another option we have tried with Xen was the pass-through solution, which allows to give
exclusive access of a device to a guest operating system. This way, at least theoretically, the
problem could be bypassed and it could be possible to use the original unmodified version of
the closed source driver. We prototyped this solution in an x86 host for easier
experimentation before trying the solution on the TX2 which would be a much more
complicated endeavour. However, NVIDIA detects this setup and does not allow it to be
used without a GPU virtualisation license. Discussing this option with NVIDIA representatives
during the NVIDIA GTC (GPU Technology Conference) 2020 revealed that the only setup in
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which GPU is supported on a type-1 hypervisor is the use of the commercial QNX, which is
certified for use in automotive. However, as we explained in our earlier analysis, closed
source solutions cannot be considered in the context of the project for both research and
cost reasons.
Finally, for completeness we have also tried to check whether performance counters can be
accessed within the virtualised Linux system on top of Xen. Experimenting with the PAPI
library resulted in the inability to read performance counters in the guest system out of the
box. Although this is technically possible through the use of developed solutions in the
literature, such as perfctr-Xen [40], we have not invested further effort on making it work,
since the inability to use the GPU was a show stopper.
As a consequence, although Xen has been considered an attractive solution, has been
rejected as a possible option for the project at least for the NVIDIA platforms.
5.4.1.2.1.2 Siemens Jailhouse
After the unsuccessful assessment of Xen, we tried the Siemens Jailhouse on the TX2. We
tried to use two versions of the Jailhouse, first the NVIDIA TX2 fork developed in the EU
funded Hercules project, as well as the latest version.
With the former version of Jailhouse, we had to use an old version of Jetpack (3.1 which
corresponds to a Linux kernel 4.9). Unfortunately, we ran into several problems. First, we
only managed to execute a bare metal jailhouse partition. Moreover, we realised that
jailhouse has problems to work with the Denver cores included in the SoC. In particular, it
cannot assign these cores in an inmate partition, and if these cores are enabled in the host
system, the system experienced instability, resulting in random system crashes. This
effectively reduces the number of partitions that can be run in the system to the four ARM
CPUs out of the total 6 CPUs, which is a significant limitation.
In addition, we were not able to launch a Linux based inmate within a jailhouse partition.
The main reason for this was the lack of documentation and official support. In particular, in
order to allow the GPU to be used within an inmate, we had to modify two things: first we
needed to modify the jailhouse configuration in order to enable the PCIe address of the GPU
to be passed to the inmate. Next, we had to modify the Linux device tree in the Linux kernel
version of the inmate. However, this endeavour has been unsuccessful without
documentation or support from the original developers, the Jailhouse community and the
Nvidia community which we tried.
Experimentation with the latest version of Jailhouse and the latest Linux kernel had been
slightly more successful. An inmate running Linux was possible, however again passing
through the PCIe address of the GPU to the inmate was not possible. The problem in that
case was the GPU was not possible to be used neither in the host nor in the jailhouse
partition. The reason for this is that the host system was running the latest stable Linux
kernel, which does not have support for the NVIDIA GPU driver. Currently the NVIDIA driver
is only available for the Linux for Tegra version which is officially supported from NVIDIA and
it is compatible to their Jetpack software ecosystem. Therefore, the only remaining
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possibility was to have the GPU assigned to a jailhouse partition. However, as we already
explained this was not possible because we could not find out how to configure the PCIe for
the inmate configuration nor how to modify the Linux device tree of the inmate Linux kernel.
Another issue we identified from the experimentation with Jailhouse was the fact that it only
provides a primitive way of communication between partitions. Partitions can only
communicate through shared memory and the network interface can only be assigned to a
single partition. This means that even in the case that GPU was usable, we would have to
build the entire communication infrastructure of the project on top of this limited solution.
For the above reasons, we considered that Jaihouse is not a viable solution for use in the
project since its use entailed a significant risk. In fact, despite its benefits (small size, strong
partitioning capabilities) and high potential for the future, we consider that it is not yet
mature enough to be adopted in any complex heterogeneous platform without one being an
expert in both Jailhouse, the target platform and the target operating system.
5.4.1.2.1.3 KVM
The closer virtualisation solution to Xen is KVM. The fact that it is highly integrated with the
Linux kernel gave us confidence that it could be used with the officially supported version of
Linux from NVIDIA. Moreover, as opposed to the previous virtualisation technologies we
tried on the TX2, this was the only set-up with successful user experience in the literature.
Since KVM is part of the Linux kernel, the Linux kernel needs to be recompiled with enabling
this feature. Following this procedure on the latest software release from NVIDIA, Jetpack
4.3 did produce a working KVM host system, however it broke the support of GPU in the
system.
For this reason, we tried to repeat the setup of the previous published works [41] [42], by
testing it in their older versions of Jetpack and Linux kernel. After long experimentation we
got in contact with the authors of these works and they helped us to setup a working KVM
setup with a working KVM on top of Jetpack 3.1 and with GPU support on the host system.
The missing part which prevented the use of KVM and was breaking the GPU support, was
an entry required to be added in the Linux device tree of the kernel. This provided a baseline
system with minimum requirements which we could test the rest of our toolchain.
In particular, we verified that performance counters were possible to be accessed in the host
system through the user space PAPI library and run a Linux guest on top of KVM. However,
access to performance counters was not possible within the old version of QEMU/KVM
supplied with the old version of Jetpack 3.1 and the r28.1 L4T (Linux for Tegra) Linux version
which dated back to July 2017. Moreover, the working version of this setup was lower than
docker started to be officially supported on Jetson platforms since Jetpack 4.2.1.
For this reason, we have investigated all Jetpack versions up to the latest one using the
modifications we had to apply in the Linux device tree. However, in the meanwhile the Linux
kernel device tree syntax had been modified, so we needed to adapt the required
modification to the new syntax before manage to have a working setup.
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Finally, we confirmed that we managed to have KVM, docker, libvirt and access to
performance counters through PAPI in both the host and docker environments. In order to
enable access to performance counters within the docker container, we had to do two
configuration adjustments. First, we needed to enable perf to allow non privileged access to
performance events. Next, we had to modify the default security policy of docker, which
specifies which system calls are permitted to be used from the container. After adding the
list of system calls related to perf in the white list, we got PAPI working in all environments.
However, we were not able to have PAPI working on the KVM virtualised system.
Interestingly, using the minimum PAPI test which measures the number of executed
instructions in a known example, the obtained results where almost identical in all three
environments, which confirms the low overhead of the tested toolchains.

Native Linux
Default domain is: 1 (PAPI_DOM_USER)
Default granularity is: 1 (PAPI_GRN_THR)
Using 200 iterations 1 million instructions
--------------------------------------------------------Test type :
1
PAPI_TOT_CYC : 133342240
PAPI_TOT_INS :
200000574
IPC
:
1.50
Real usec :
66322
Real cycles :
2072537
Virt usec :
66219
Virt cycles :
134753630
--------------------------------------------------------Verification: PAPI_TOT_INS should be
roughly 200000000
PASSED

Docker
Default domain is: 1 (PAPI_DOM_USER)
Default granularity is: 1 (PAPI_GRN_THR)
Using 200 iterations 1 million instructions
-------------------------------------------------------Test type :
1
PAPI_TOT_CYC : 133342226
PAPI_TOT_INS :
200000574
IPC
:
1.50
Real usec :
66324
Real cycles :
2072634
Virt usec :
66218
Virt cycles :
134753630
------------------------------------------------------Verification: PAPI_TOT_INS should be
roughly 200000000
PASSED

Figure 6: Sample results of a basic PAPI verification test case on the TX2 in a non-virtualised (left) and in
docker (right) environment

In addition to performance counters access through PAPI, we also verified that the NVIDIA
nvprof works out of the box as expected. Moreover, we were also able to configure and
successfully instrument an application on the TX2 using extrae and visualise its traces with
paraver.
5.4.1.2.2 NVIDIA Xavier
Since the NVIDIA Jetpack releases are common for both the Xavier and the TX2, we
speculated that both platforms will have exactly the same support of the candidate
toolchain elements. However, given our experience with Jailhouse’s virtualisation
technology which behaved in an unstable manner with the NVIDIA designed Denver cores of
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the TX2, we decided to test thoroughly the toolchain elements in the Xavier, which is based
exclusively on NVIDIA designed cores, codenamed Carmel.
KVM was able to run correctly on the Xavier without the need to edit the device tree,
however a different kernel configuration procedure needed to be followed for the
compilation, so that the GPU driver was working on the host. Moreover, docker worked out
of the box with GPU support as expected, as well as libvirt.
Indeed, our reason of concern was confirmed though, when we tested the last element of
our candidate toolchain, PAPI. Unfortunately, the latest PAPI version failed to work on the
Xavier, although the same version works successfully on the TX2. The reason of the failure is
related to the libpfm3 library. We reported the issue to NVIDIA and to the PAPI developers,
so we expect this issue to be addressed soon. As expected, PAPI is also not usable within
docker or KVM.
For this reason, we tried the other performance counters alternative which is to test
whether the perf_event facility of the linux kernel, on which PAPI relies, is functional. We
confirm that this is the case, and perf can be used to obtain performance counter values and
software metrics from all the environments of interest, that is natively on linux, KVM and
docker, after the same security adjustments we had to do on the TX2 were also applied.
Finally, we verified whether the high-level performance monitoring analysis frameworks
were usable. The nvprof was working as expected in both native and docker configuration.
Extrae worked correctly and paraver could be used to visualise its traces. However, we
identified a problem with extrae compilation on the Xavier, which we were able to solve
with the help of the developer team of the tool at BSC, so now this procedure is documented
and it will be fixed in the next extrae release.
To sum up, the candidate toolchain was also usable in the latest version of the Jetpack on
Xavier, with the exception of PAPI. However, we consider that this is a minor implication
which can be overcome by direct use of perf, waiting for the PAPI to be fixed in the next
release, or simply replace PAPI with another performance counters library like LIKWID.
5.4.1.2 Toolchain Assessment Summary
In summary, from the identified candidate toolchains, we have completely rejected Jailhouse
for use in the project, and we found that Xen cannot be used in the NVIDIA featuring GPU
platform. However, the rest of the toolchain are usable in all platforms.
This in addition to the decision to build our middleware on the cross platform libvirt which
supports Xen, KVM, docker and possibly any other virtualisation technology which can
appear in the future, allows our solutions to be platform independent and to be able to
seamlessly replace KVM with Xen in a platform like the Zynq Ultrascale+. Table 6 shows the
minimum tested versions. Note that older versions might work too, but we cannot safely say
that until we can experimentally verify it.
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Table 6 Minimum Tested Toolchain Versions

Linux Kernel
KVM + QEMU
gcc
guest OS
PAPI
Jetpack
Docker
libvirt

4.9.140 / L4T 32.3.1
2.11.1 (Debian 1:2.11+dfsg-1ubuntu7.23)
7.5.0 (Ubuntu 7.5.0-3ubuntu1~18.04)
ubuntu-18.04.4
latest from git (6.0)
4.3 (supported by any jetpack > 4.2.1)
19.03.6, included in Jetpack 4.3
4.0.0

5.4.2 Performance Benchmarking
Benchmarks
In order to assess the performance of the candidate platforms and be able to select the best
most powerful platform, we have performed a benchmarking of the three candidate
platforms: NVIDIA TX2, NVIDIA Xavier and Xilinx Ultrascale+ ZCU102.
Since our candidate platforms are heterogeneous (different CPUs, GPU, FPGA) high
performance platforms, we needed to use a benchmark suite that could support all of these
elements. However, no real-time/safety critical benchmark suite supports both (multi-core)
CPUs and GPU/FPGA.
In particular, the EEMBC Autobench consists of single core benchmarks, which in addition
are very small for the high-performance processors of the considered platforms, except
probably the real-time cores of the Ultrascale+. Furthermore, the EEMBC CoreMark consists
of only one, single-core synthetic benchmark and therefore cannot be used. The EEMBC
ADASMark could be appropriate, however it is implemented only on OpenCL, therefore
significant porting would be required to CUDA in order to be executed on the TX2 and the
Xavier. On the other hand, benchmarks like NAS, PARSEC are multi-core benchmarks, but are
not appropriate for embedded systems, neither contain a GPU version.
As a solution, we decided to use an open source benchmark suite developed by BSC for
Space On-board Processing Systems in the context of the GPU4S project [43]. This
benchmark suite is designed for the safety critical domain, and includes many representative
algorithms from several domains. In addition to the simple algorithms, the suite includes a
complex application which implements neural network inference based on a network for
CIFAR-10. The original benchmark suite was designed for GPUs, therefore it included
algorithm implementations in both CUDA and OpenCL, as well as reference CPU code for
results validation.
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Since there was no support for multicore processors, we ported and optimised the
benchmark suite to OpenMP, in order to be able to make fair comparison of the capabilities
of the CPU platforms, too.
The original implementation included also implementations of some of the algorithms with
vendor optimised libraries, for operations like matrix multiplications and Fast Fourier
Transform. We followed the same approach for the multicore CPU port we developed, in
order to be able to achieve the maximum performance that each platform can provide for
these algorithms. Table 7 shows the benchmarks which we used, as well as which library
implementations our implementations are based on.
It is important to note that in this work, we only performed benchmarking of the CPU
accelerator, but not the FPGA, since this will require much more effort and complexity and
could be out of the scope of this project.
Table 7: Description of the benchmarks used of the evaluation

Benchmark
Matrix Multiplication
Fast Fourier Transform
Finite Impulse Response Filter
2D Convolution
Relu
Softmax
LRN
Max Pooling
Cifar

CPU Version
OpenBLAS
FFTW
OpenMP hand optimised
OpenMP hand optimised
OpenMP hand optimised
OpenMP hand optimised
OpenMP hand optimised
OpenMP hand optimised
OpenMP hand optimised

GPU Version
cuBLAS
cuFFT
CUDA hand optimised
CUDA hand optimised
CUDA hand optimised
CUDA hand optimised
CUDA hand optimised
CUDA hand optimised
CUDA hand optimised

Experimental Setup
Before we present the results, we present the experimental setup of the benchmarked
boards, in order to understand the implications of the benchmarked configurations. In
particular, the NVIDIA platforms support multiple performance modes, for which NVIDIA can
guarantee a maximum power consumption. The two NVIDIA boards have different maximum
power consumption (15 W for the TX2 and 30W for the Xavier). Performing the comparison
in the maximum performance mode would not be fair, therefore we have selected to use a
common power mode of 15W for both boards. In the case of the Ultrascale+, although the
board has mechanisms for controlling the voltage and frequency of the individual
components as well as whether they will be powered on or gated, Xilinx does not specify the
maximum power consumption of the board, mainly because its reconfigurability makes it
impossible for the manufacturer to select a configuration that might be used by the end
user. For this reason, we use the Xilinx board in its default power mode.
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NVIDIA Xavier
For this platform we have used the final configuration of the toolchain produced as
explained in the previous sub section, using the Jetpack 4.3 which comes with CUDA 10 and
Linux kernel version 4.9.140 / L4T 32.3.1, Ubuntu 18.04 LTS aarch64.
By default the board comes with 7 performance modes, which have different number of
compute resources and frequencies, and for which Nvidia guarantees a certain TDPs. The
following table presents these performance modes.
As shown in Table 8 the power mode we have selected uses 4 CPUs and the GPU, both types
of processing elements with reduced frequency.
Table 8: Manufacturer’s Performance modes for Nvidia Xavier and selected performance mode.

NVIDIA TX2
The Nvidia TX2 has a very similar software environment with Xavier, since it is its
predecessor. As already explained earlier, from the hardware point of view, it is based on
hybrid architecture, containing both ARM A57 CPUs as well as Denver CPUs, developed by
NVIDIA. It contains a Pascal-based GPU and in its industrial version (TX2i) it supports ECC
protection. Our experiments are executed on the conventional TX2 which has the same
performance and power consumption specs with the TX2. Its software is also based on the
same Jetpack like the Xavier. Similar to the Xavier case, we have used the latest Jetpack for
our experiments, and with the same toolchain we confirmed that works on the board.
The board comes with 5 performance modes as shown in Table 9.
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Table 9: Manufacturer’s Performance modes for Nvidia's TX2 and selected performance mode.

Again, as we can see, different performance modes contain different number of CPUs and
different frequencies for the CPUs and the GPU. According to the NVIDIA, Max-Q is 7.5W
TDP and Max-P 15 W. The performance mode we have selected uses the 4 ARM CPUs in the
highest frequency and the GPU with a moderate frequency. Selecting a performance mode
with equal number of cores for both TX2 and Xavier makes the comparison more
straightforward. Moreover, for parallel workloads where each worker performs the same
amount of work like in the case of OpenMP, in order to get maximum performance we need
to have good load balancing, which is easier to achieve with homogeneous cores which have
exactly the same performance.
Xilinx Ultrascale+ ZCU102
For the Xilinx platform we are executing the benchmarks in bare metal. We assume that the
cores are operating in their maximum frequencies of 1.5GHz for the ARM Cortex-A53 cores
and 600MHz for the R5 cores as indicated in Xilinx’s manual. Since we are executing in a bare
metal configuration, we cannot use the multicore capabilities of the board using OpenMP.
For this reason, we perform the comparison of the Xilinx platform with the rest of the
platforms only in single core mode. Then, based on the multicore performance we get in the
NVIDIA platforms compared to their single core performance, we extrapolate the multicore
performance for the Ultrascale.
In order to perform the measurements, we access the performance counters in a low-level
manner using a mixture of C and assembly. We collect the number of instructions executed
for each benchmark as well as the number of cycles that it took them to execute. Then we
use the nominal frequency of each processor to convert these measurements in real elapsed
time.
Performance Benchmarking Results
In the following we report the results of the comparison between the different platforms.
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Figure 7: Single core performance comparison between the three candidate platforms relative to the
performance of Zynq Ultrascale+.

Figure 7 compares the single core performance of the NVIDIA platforms against the
performance of the high performance ARM-A53 of Zynq. Note that since in the Zynq we are
running in bare metal, we cannot use the library versions for the matrix multiplication and
the FFT. For this reason, all the results are reported with the sequential, handwritten
implementation which is identical in all platforms. On the TX2, we are running the
benchmarks on both the ARM A57 core and the Denver one. In general we see that Xavier’s
Carmel CPU is faster than the Zynq in all benchmarks. In particular Carmel is 2.5x-9x faster
for all benchmarks
Moreover, when comparing the single core performance of Carmel CPU of Xavier with the
ARM-A57 of the TX2, we also see that Xavier’s CPU is faster in all the benchmarks. The same
is true for the Denver CPU code of the TX2, however its performance is closer to the Carmel
one, which is expected as both cores are designed by NVIDIA and the Carmel design is an
evolution of the Denver one. It follows that on the same TX2 platform, the Denver has faster
single core performance than the ARM-A57, except in the Finite Impulse Response and the
Softmax benchmark. Finally, the ARM-A57 of the TX2 has superior but comparable single
core performance with Zynq’s ARM-A53.
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Figure 8: Multicore performance comparison between Xavier and TX2

Now we compare the multicore performance between the Xavier and the TX2, using the
OpenMP version of our benchmarks and libraries whenever they are available. Note that in
the Xavier in our 15W performance mode there are 4 cores, while in the TX2 there are 6
cores.
Figure 8 shows the relative multicore performance of the two platforms, normalised to the
TX2. We have used the same benchmarks as before with the same input sizes, but in the
cases in which the execution time was too small for these platforms (matrix multiplication
and convolution 2D) we have evaluated an additional larger input set. In general we see that
the CPU power of Xavier in the 15W mode is higher that the TX2 under the same power
mode in about half of the cases, while in the rest of the cases the performance is slower
than the TX2 but quite close. We also observe two cases (matrix multiplication and 2D
convolution) where the increase of the benchmark’s input size reduces the performance
benefit of the Xavier over the TX2.
GPU Performance Comparison
Next we compare the GPU performance capabilities of each of the TX2 and Xavier. Figure 9
shows the relative performance of the Xavier’s GPU against the TX2 under the same power
budget.
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Figure 9: GPU performance comparison between Xavier and TX2

In terms of the GPU performance the results are clearly in favour of the TX2, since in all but
two cases, the performance of the Xavier is higher, and only in two cases it is slightly slower.
Based on the information from Figures Figure 8 and Figure 9 we can conclude that the Xavier
is more energy efficient than the TX2, and since it also features 8 cores and supports a
higher performance mode (30W) it is safe to assume that it can provide much higher
performance in total, to support more demanding applications.
CPU to GPU comparison
One of the stronger requirements for our candidate platforms was heterogeneity, since
industry employs such solutions for the implementation of applications which require very
high performance such as autonomous driving. For this reason, in this section we validate
this hypothesis comparing the relative performance of GPU over the CPU of each platform
for both the Xavier and the TX2.
Figure 10 shows the results of relative performance of the GPU compared to the multicore
CPU performance (obtained with the use of the 4 cores with OpenMP) of each of the
considered NVIDIA platforms. Mostly the results of both platforms follow the same trend.
There are benchmarks in which the GPU is many times faster than the CPU (5 orders of
magnitude), especially in the case of the 2D convolution. Matrix multiplication is also more
efficient in the GPU. These benchmarks which get benefit from the GPU have high arithmetic
complexity, which means that for each piece of data that it is fetched form the memory,
multiple arithmetic operations are performed.
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Figure 10: Relative comparison of GPU to multicore CPU performance for both Xavier and TX2.

However, in the case of the FFT, the library CPU implementation (FFTW) is highly optimised
for the memory hierarchy of the CPU, resulting in a performance advantage of 10x
compared to the GPU. Here we need to mention though, that in order to get benefit of the
FFT in the GPU we should consider scenarios in which FFTs from several signals are
performed at the same time, as well as the FFT procedure to be called repetitively instead of
a single invocation as it is the case in our benchmark. In addition, other benchmarks with low
arithmetic intensity such as some of the kernels used in machine learning like Relu, do not
exhibit benefit from the GPU, or benefit less with a small speedup. However, other kernels
used in neural networks get a speedup between 10%-25x from the GPU.
Therefore, it is evident that the use of the GPU is a great performance enabler even in an
embedded platform with 15W power consumption and confirms our decision to invest in
such a heterogeneous architecture.
5.4.3 Latency Benchmarking
In addition to the performance benchmarking, we also evaluated the real-time capabilities of
the two platforms, using the standard latency measuring benchmark cyclictest. For these
tests we have enabled the real-time patches in the Linux kernel and we applied other wellknown solutions for reducing interference such as running the test exclusively in a core and
rerouting interrupts.
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Figure 11: TX2 latency plot

Figure 12: NVIDIA Nano latency plot
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Our results indicate that both NVIDIA platforms get a maximum latency value close to 50μs
which is a good value compared to other Linux based embedded systems. Moreover, the
solutions we are going to develop in the project might be able to further reduce this value.

5.5 Final Platform Selection
After completing the experimentation with all the candidate platforms and their toolchains
and especially completing the performance and the latency benchmarking we were able to
make our decision about the selection of the platforms which we will use in the project.
The comparison between the two NVIDIA platforms revealed that the Xavier is a better
choice for multiple reasons. First it is capable of higher performance, while it has the same
latency with the TX2. In addition, the Xavier is able to support all the candidate toolchain
elements without modifications, with the exception of a minor issue with the performance
counters library which can be worked around.
In terms of absolute performance, the NVIDIA Xavier can provide higher performance than
the Zynq both at the CPU side of the platform, as well as in its GPU. However, in order to be
clear, it would be unfair to judge the performance of the Zynq platform exclusively from its
Processing System, since the main computational advantage lies in the programmable logic,
which however won’t be used in UP2DATE and for this reason was not benchmarked.
For these reasons, the NVIDIA Xavier has been selected as the primary platform of choice for
the project, together with the Zynq for completeness of the developed solutions. However,
the Xavier will be prioritised over the Zynq, which will be covered only in a best effort
manner.
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6 SELECTION OF THE HARDWARE PLATFORM AND
SOFTWARE TOOLCHAIN OF THE AUTOMOTIVE USE CASE
In this section we present the motivation and justification behind the selection of a different
hardware platform and software toolchain for the automotive use case.
The automotive use case comprises an End-device, a Gateway and a Server and consists in a
scenario where both the first two platforms run applications that need to be updated. The
overall architecture of the use case is described in D2.1 and it is not reported here for
brevity. The Gateway is a powerful heterogeneous platform with a complex software stack
that enables running the UP2DATE update and monitoring services at full, whereas the Enddevice has limited processing capability. In this last case the update process will be helped
and supported by the Gateway. Both the hardware boards and the software stack of these
platforms are oriented to automotive applications and thus, they must comply with
requirements specific to this filed. For instance, the Gateway platform should enable system
manufacturers to run applications that require complex processing, such as obstacle
detection, driver status recognition, hazard prediction, and hazard avoidance. For this
reason, in UP2DATE it has been decided to employ a separate hardware and software
toolchain for the automotive use case.
Despite the extra effort, having a separate configuration will allow the UP2DATE team to
explore the update continuum introduced in the DoW with more flexibility. As a remainder
the concept of continuum is linked to the incremental approach pursued by UP2DATE, that
consists in starting from the simple task of statically updating non-critical applications to the
more defying activity of updating complex software modules at run-time. An independent
automotive scenario can be used to explore topics that are specific to this field and more
closely related to the market.
The End-device is an Infineon Aurix TC397 a multicore device suitable for automotive
applications. As mentioned before the processing capabilities of this device are limited and
thus it will need an online support from the Gateway to apply the updates. Since it cannot be
considered a heterogeneous platform it is out of the scope of this document. On the
contrary, the Gateway needs extra computing power and it is implemented on a highperformance device. The rest of the chapter is dedicated to the selection of the hardware
platform and software toolchain.

6.1 Hardware platform selection
As the number and complexity of functions in the car grow steadily and significantly, novel
E/E architectures must be invented to support automotive functional innovation and to
accelerate time-to-market in a cost efficiency way. Thus, the next generation of automotive
systems needs a programmable, low power and high-performance and real-time solutions.
Today’s automotive industry have stablished new vehicle-driver communication paradigms,
mainly motivated by advanced driver assistance systems (ADAS), and the introduction of
autonomous driving technologies. Automotive industry is moving forward to enable future
vehicles to communicate with each other and with remote infrastructures. Vehicle-toD2.2 Baseline Definition
Version 1

Page 56 of 73

Vehicle (V2V) will allows vehicles to exchange relevant information such as local traffic or
their driver intentions. Vehicle-to-Infrastructure (V2I) communication will be used for
software updates, Monitoring and diagnostic, transmission of operational data etc. They do
so in order to improve driving conform, increasing safety based on “fail-operational”
behaviours and energy efficiency [44].
A highly integrated, high performance ECU will have a significant role in future vehicular
technologies. This is a complex unit must deal with varying functions and requirements, for
example Real-time, Safety and Security. The main role for this ECU is to act as a gateway for
powerless ECUs such that it must fetch validate coordinate and distribute software among
the different ECUs. In the same way, this unit will orchestrate the OTASU operations
between software suppliers and target ECUs. So, it must authenticate against providers,
download and validate software, then verify if the vehicle’s ECUs are ready to receive the
UPDATE, deploying and send reports back to a control entity such as OEMS or software
providers.

6.1.1 Selection Criteria
Dependability, timeliness, and adaptability:
In Automotive scenarios, applications are subjected not only to hardware performance but
also to so called non-functional requirements such as dependability, timeliness and
adaptability. These and other contains are faced especially by a processor and peripherals
working in conjunction with the CPU.
In general, it is possible to characterize dependability, timeliness, and adaptability in terms
of:
▪
▪
▪
▪
▪

Memory (including several levels in memory hierarchy).
Processing unit (including several optimization levels).
Internal or external coprocessors/accelerators (e.g. GPUs, FPGAs, DSPs).
On-chip interconnection networks (e.g. Buses, NICs).
External interconnection networks (e.g. Ethernet, PCIe, CAN, CAN-FD).

Functional safety and security
The recent interest in autonomous driving is an important challenge for the automotive
sector. In the last years, embedded architectures rapidly change in favour of complex
heterogeneous systems with several cores and hardware accelerator, in order to support
assisting driving functions like adaptive cruise control or lane keeping. These kinds of
systems shall involve the design of certifiable platform, including safety goals and related
safety mechanism [45] [46].
Functional safety guarantees that hardware and software behave according to the
specification, defining protection’s mechanism against systematic or random failures. The
standards IEC 61508 and ISO/DIS 26262 are widely recognized and adopted by the
automotive industry. Form the other hand, cyber-attacks are becoming more sophisticated
targeting any software and hardware components in the vehicle. Therefore, a secure
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mechanism should be used in order to mediate access to critical resources against an
unauthorized application or against external attacks [47].
According to the ISO/DIS 26262 standard, hardware failures can be divided into two main
classes: hardware random failure, and systematic failure. A random failure corresponds to an
unpredictable error that may occur during the lifetime of the hardware component. They
can be caused by permanent faults (e.g. stuck-at faults), transient faults (e.g. single-eventupset), intermittent faults (e.g. time-dependent variability) etc. On the contrary, a
systematic fault is a deterministic failure often caused during development, manufacturing,
or maintenance, like those timing weaknesses, silicon defects and so on [48].
In addition to random and systematic failures, there is another category which is very
important in the SoC context named dependent failure (CCF). This category includes global
factors; for instance, environmental factors (e.g. temperature, vibration, pressure, humidity,
pollution, corrosion, contamination), external factors (e.g. power supply, input data,
intersystem data bus, and communication), and stress factor (e.g. wear, aging) which are
failures that may cause an internal silicon damage.
SoC manufacturers are developing components following functional safety norms like IEC
61508 or ISO/DIS 26262 using hardware diagnostic and safety mechanism. In the last years,
critical hardware components like processing units and memories have implemented
software and hardware redundancy mechanism in order to satisfy ISO/DIS 26262
requirements.
In order to support hardware redundancy, SoCs mainly offer two mechanism: Softwarebased redundancy, and hardware-based redundancy.
Software-based redundancy consists of two different and diverse tasks executed in the
same CPU, then, their results are compared using, for example, a multiple input shift register
(MISR) [48] [49]. This solution is less expensive than hardware-based solution but vulnerable
to dependent failures.
Hardware-based redundancy mechanism can be further subdivided in three subcategories:
homogeneous, optimized tightly couple (OTC), and questions and answers (Q&A). The
homogeneous approach uses two identical HW CPUs in parallel (or lockstep), one operates
as the active master and the other as a passive checker. A comparator is used to compare
the CPU outputs at each time. Typically, the two CPUs work with some drift in their clocks to
decrease the impact of dependent failures [48] [49]. A more sophisticated mechanism is
employed by optimized tightly coupled (OTC) redundancy. OTC uses two diverse CPUs with a
dedicated interface that enables a close-step comparison for each of the internal and
external CPU master results. The most expensive solution is questions and answer (Q&A)
architecture. Q&A also takes two diverse and physical CPUs to check correctness, but unlike
to homogeneous and OTC, a secondary CPU sends questions to be answered by the master
one. This secondary CPU is typically low performance and it is allocated in an external silicon
[48] [49].
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To face security issues several isolation mechanisms either at software or hardware has
been adopted by silicon manufacturers. Without such isolation, vulnerabilities can easily
propagate and compromise the rest of the system [50]. Isolation is not only limited to
security, it can be used in other areas like failure isolation, system modularity, data
confidentiality, and so on [50].
The notion of isolation has been explicitly delegated to virtual memory and I/O devices using
MMU and I/O-MMU, respectively. However, these simple isolation mechanisms could be
inadequate for various penetration techniques that take advantage of unsafety languages or
uncertified compilers. Therefore, in order to mitigate of these issues, research shall also be
focused on software-based isolation (e.g. Kernel, hypervisor, sandbox, compilers, safetylanguages) [50].
Vulnerabilities are organized as a function of reading or writing memory operations or in
terms of interrupt access/request. The virtualization concept provides the necessary
isolation between VMs and the underlying hardware; also, silicon vendors has been
extending their architectures with special devices working in conjunction with the processor
to bringing up efficient virtualization on their devices. Virtualization is clearly the strongest
form of isolation as it is not easily circumvented by malicious software at runtime.
Hardware extensions, such as thrusted modules, ensure the integrity of the system at startup, while additional extensions may be necessary to protect the system against runtime
attacks. This extension covers the protection of memory and lock some features such as
hardware registers at boot time preventing their reconfiguration.
Virtualization Capabilities
Virtualization is a technology that enables the abstraction of computer resources such as
hardware, network, storage, I/O peripherals, and it is used to simplify and to improve the
whole system performance. Virtualization may help to address safety and security
challenges with a minimal effort, it also reduces software development, improves energy
consumption, efficiency, and reduce the cost carrying by embedded system designs [47] [50]
[51].
Virtualization support for SoCs is an important criterial. In this context the focus is on the
most relevant hardware virtualization extensions available in today’s and future SoCs:
▪

CPU-Virtualization.

▪

Memory-Virtualization.

▪

Interrupt-Virtualization.

▪

I/O virtualization.

6.1.2 Final selection
Based on above section Criteria it is possible to formulate the following requirements:
▪

Processor:
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▪ Processor pipeline architecture Simple-pipeline and superscalar.
▪ Float point unit (FPU) performance and performance counters.
▪ cache address translation lookaside buffer (TLB)
▪ SIMD operations
▪

Memory & Storage
▪ SoC memories should support Error-correcting codes (ECC).
▪ Storage capacity > 8GB
▪ Memory Protection Unit (MPU) or Error Signaling Module.

▪

Virtualization
▪ Interrupt subsystem
-

Priorities (hardware/software) support

-

Arbitration levels (per CPU, I/O).

-

Real-time Interrupts.

▪ CPU Virtualization
-

full-virtualization support

▪ I/O virtualization (optional)
▪ GPUs & Co-processors
-

GPU (optional)

-

Cryptography engines

▪ COM interfaces
-

UART

-

SPI

-

CAN

-

Ethernet

-

I2C

-

PCIe

Four boards have been analysed with respect to this list of requirements: Renesas R-Car H3,
Xilinx Zynq Ultrascale+, Xilinx Versal, and NXP S32Sxx. Eventually, Renesas R-CAR H3 has
been selected because it complies with all the requirements and evaluation criteria and
furthermore it is a very versatile and completed platform. Moreover, TTT gained experience
working with this SoC in previous projects. Another advantage of this SoC is that it comes
with a safety host that can be used for fulfilling safety requirements.
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6.2 Software toolchain selection
This document overviews different middleware and hypervisor solutions for embedded and
automotive applications. It defines preliminary criteria and key performance indicators to
evaluate these solutions, as well as first categorizations of the solutions along these criteria
in line with the automotive use case.
6.2.1 Selection Criteria
Automotive Middleware:
An automotive middleware provides tools and runtime support to ensure product
development. Some of them meets safety requirements such as ISO26262, but others
provide solutions for multimedia or runtime communication between different software
components. So, a middleware can be characterised as follows: core middleware often
covers hypervisor, OS and perhaps runtime AUTOSAR environment stack. An infotainment
middleware normally runs on top of a generic OS such as Linux, it provides different features
to allow the execution of multimedia application like graphical and video libraries or audio
libraries. A communication middleware is highly used in hard real-time applications, it is
focus on inter-process communication, inter-processor and inter-machine communications
and ensures real-time communication among the different vehicle’s components.
Hypervisors
Hardware virtualization provides means to improve utilization by sharing hardware
resources between several functions, improving software design flexibility, reducing
component counts and hardware costs.
The Hypervisor is the software component that implements the virtualization functions, i.e.
it creates and orchestrates the execution of the virtual machines on the physical hardware.
The hypervisor presents the guest operating systems with virtual hardware and manages the
execution; multiple instances of a variety of operating systems may share the virtualized
hardware resources.
Hypervisors can be classified into Type-1 (bare-metal) and Type-2 (hosted). Type-1
hypervisors run directly on the host's hardware, and as such assume full control, being in
themselves operating systems. Type-2 hypervisors run on a conventional operating system
(OS) just as other computer programs do, and their guest operating systems runs as a
process on the host. Type-2 hypervisors abstract guest operating systems from the host
operating system.
Operating system
AUTOSAR is a consortium of the major vehicle manufactures and component suppliers. This
consortium defines rules and standards to cover most of the vehicular software and
hardware components. Including real-time operating system for ECUs.
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Critical systems demand Real-time Operating Systems (RTOS) capable schedule components
under defined boundaries, avoiding buffering delays, and ensuring responsiveness. Prioritybased scheduling, APIs supporting Task implementation, symmetric multiprocessing,
memory management are some of the most important components within a RTOS. The
hardware where an RTOS is hosted, has a big impact in its response and performance.
Besides RTOS, the current development trend computing platforms, from increasing the
frequency of single core, the number of cores on a same die. Multicore architectures have
motivated the inclusion of different technologies in the automotive domains. Most recently
applications such as adaptive cruise control, lane keeping, smart parking, have been possible
thanks to the integration of heterogeneous systems in the market.
Computer systems are gradually getting more powerful, with multicore CPUs, large
memories and the number of peripherals. The complexity of these computing platforms
motives the inclusion of not only more sophisticate RTOS, but also the inclusion of Generic
and best effort OS
6.2.2 Candidate solutions for the automotive software toolchain
Candidate core and infotainment middle-wares
Table 10 shows the candidates for the core middleware. Each indicator in this section is
measured as: full supported, not supported, partially supported, or unknown.
Table 10: Core middleware candidates
Adaptive
AUTOSAR

Classic
AUTOSAR

Hypervisor
support

OS support

Support FFI
space

Support
FFI data

QNX
Platform
for ADAS

Supported

Unknown

To be further
evaluated

QNX OS
Safe

Not
Supported

Supported

QNX Car
Platform

Not
Supported

Not
Supported

To be further
evaluated

QNX
Neutrino
RTOS

Not
Supported

Not
Supported

MICROSAR

Supported

Not
Supported

To be further
evaluated

N/A

TTTech

Supported
(in next
versions)

Supported (in
next versions)

Linux,
VxWorks,
QNX (and
others,
possible)

Supported

Supported

Supported

Fort the Infotainment Middleware there are two possible candidates: GENIVI Development
Platform (GDP) and Renesas Electronics Platform for IVI. The GENIVI Development Platform
(GDP) is an Open Source project for automotive with three main goals:
▪

Deliver a system that developers can use to create software components for
automotive.
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▪

A platform focused on automotive use cases to enable developers to create
applications and demos targeting the industry.

▪

A starter kit that can be downloaded and customized for different hardware
focused on automotive use cases.

GDP is made of a base system, which relies on Poky/Yocto, automotive components
developed by the GENIVI Alliance and some demos to show the capabilities of the whole
system. Some of the most important automotive components developed by GENIVI are part
of meta-ivi layer, which are in compliance with GENIVI specifications. GDP is released in the
form of binaries including ports to some of the most popular development boards.
The Renesas Electronics Platform for IVI environment runs on the Renesas “Lager” or
“Koelsch” board, which is based on the R-Car H2 (Quad Cortex A15/A7 + IMG G6400 GPU) or
R-Car M2 (Dual Cortex A15 @ 1.5GHz + IMG SGX544MP2 GPU). As a tested, fully compliant
platform, this will serve as a perfect starting point for evaluation and development on all
devices in the R-Car family. Renesas Electronics further enhances the value by offering an
evaluation version of a full 3D graphic HMI application package. However, this solution is not
open source limiting its use.
Candidate operative systems
Table 11 lists the advantages and drawbacks of the candidate operative systems solutions
for the gateway of the automotive use case.
Table 11: Pros and Cons of the candidate operative systems

▪
▪
Linux based
▪

▪
▪
▪
QNX Neutrino

VxWorks

▪
▪
▪
▪
▪
▪
▪

Pros
Versatile, portable & Open
Source operating system
BSP
Support
for
many
embedded platforms including
Renesas R-car H3
Recently
extended
with
embedded Tools such as YOCTO
project.
Low Cost and full customized
Real-time operating system
Micro
Kernel
architecture
allowing full isolation and fast
recovering
Small footprint
In line with safety standards.
POSIX-based RTOS
Real-time operating system
Small memory footprint
Widely used in automotive
Micro kernel architecture

▪
▪

▪
▪

▪
▪
▪

▪
▪
▪

Cons
Not a Real-time OS
Monolithic Kernel increasing
the probability of system
failures.
Prone to security vulnerabilities
Large footprint

Proprietary solution no full
versatile
Not clear support for many
embedded platforms
It is not possible to modified or
adapt freely.
No full versatile
It is not possible to modified or
adapt freely
No support for Renesas H3
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LynxOS

▪
▪
▪
▪

POSIX-based RTOS
Real time operating system
Small memory footprint
POSIX-based RTOS

Candidates hypervisors
Some Hypervisors include a privilege virtual machine (VM) that have the ability to configure
options and assign devices to unprivileged VMs, for these cases we include the following
Indicators
• Instantiation time;
• On-disk Image Size;
• Memory Usage:
• CPU usage.
Table 12 shows a list of possible alternatives for the automotive domain.
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Table 12: Hypervisor candidates for the automotive software stack

Hard Real-time Constraints
(assuming capable
hardware)

XenServer

KVM

Jailbreak

Xen

No

No. With patched host kernel Soft
Real-time.

No

ARINC 653 is hard-real time

X86 (64bit and VT-x or AMD-V
ARMv8-A, some ARMv7-A
All at least dual-core

x86_64, ARM

x86 (VT-x and VT-d or AMD-V with
SVM), ARMv8-A, Some ARMv7-A,
some PPC
VOSYS is specialized on running
KVM on ARM
Yes

Supported hardware

x86, x86-64 (Intel Xeon,
AMD Opteron)

Multicore support

Yes

Supported guest OS

Support for
Paravirtualization and HVM
Windows
Linux

No CPU paravirtualization. Linux,
Windows, Android, BSD Family,
Solaris, etc.

Linux, RTEMS, FreeRTOS
(ARM)

Scheduling algorithms

Unknown

Any Linux scheduling algorithm
RT-Patch: priority FIFO, Round
Robin

No overcommiting of
resources (No VM scheduling)

Open Source

Yes

Hypervisor level

1

Hardware drivers
Certification (used in
Safety related products)
Evaluation licenses
Vendors

Yes
Discussions whether 1 or 2

1

Provided by Citrix

Yes
There are discussions whether 1 or
2
Linux drivers

ARINC 653 only singlecore
Paravirtualized: Linux, NetBSD,
Solaris
PVHVM (needs Intel-VT or
AMD-V): OpenBSD, FreeBSD,
Windows 7
Credit based (Supported,
Default)
RTDS (Experimental)
ARINC 653 (Unclear status)
Yes

Linux drivers

Unknown

Unknown

Unknown

Linux drivers
DornerWorks:
Plan to certify Xen to
DO-178-A and CC EAL 6+

Unknown

Unknown

Unknown

Google cloud uses KVM. VOSYS
provides support for KVM on ARM.

Under Development (not
public)

Open source

90-day trial support. The
software is free.
Citrix offers commercial
support

Yes
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6.2.3 Final selection
The following is the software toolchain selection for the Gateway on the automotive use
case:
▪

Infotainment middleware: GENIVI Development Platform

▪

Core middleware: TTTech

▪

Hypervisor: Xen 4.10

▪

OS: Linux (Custom image)

GENIVI Middleware is an alliance committed to driving the broad adoption of open source
vehicle infotainment software. This committed develops standard approaches for integrating
operating systems and middleware present in the centralized connected vehicle copilot.
GENIVI is one of the most competitive middleware for infotainment in the industry including
support for multiOS, Android Automotive SIG, cross domain graphics sharing, Adaptive
AUTOSAR, and vehicle to cloud connecting services. This middleware is complete open
source and full customisable and well documented, this facilitate its integration across
multidomain platforms. Also, very interesting solution in virtualized environments for safety
and security.
TTTech middleware is a complete modular platform for safety automotive applications, this
platform integrates safety and communication services to a POSIX like OS for simple
development of automotive applications in line with AUTOSAR standard. TTTech middleware
comes with a complete toolkit for system modeling communication generator, scheduler
generator among others. Moreover, TTTech middleware is fully compatible with the Renesas
H3 SoC.
Virtualization is a technology intended to support complex systems providing safety and
secure guards. XEN is one of the most popular type1 hypervisors in the market including full
virtualization for most of ARM, AMD and INTEL based CPUs. Its support for MMUs to
ensuring memory isolation is one of the most important features of this hypervisor that
isolates OSs form user application in multiple domains. Moreover, XEN architecture gives us
the possibility to include a privilege domain offering administration services to unprivileged
domains such as UPDATE manager or monitoring services.
XEN comes with two schedulers: the credit-base scheduler designed to fairly share hardware
resources, and the SEDF (simple earliest deadline first) which is very used in the context of
realtime applications. Due To the fact that XEN hypervisor schedules multiple VMs and
isolates them for another, we can run safety/time-critical and non-critical applications in the
same hardware.
Comparing XEN with KVM and Jailbreak, we notice XEN is the option that fully satisfies the
automotive use case in terms of functional and nonfunctional requirements. In specific:
support paravirtualization and full virtualization for ARM based CPUs, it counts with a
privilege domain suitable for administrative services such as UPDATE manager, Monitoring
services and resource allocation. Furthermore, XEN schedulers help with the coexistence of
critical and non-critical applications in the same hardware.
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QNX Neutrino OS, VxWorks, LynxOS among others are POSIX-based RTOS equipped with a
microkernel architecture, small memory footprint, sophisticated real-time capabilities, also
widely explored on the automotive domain. Their main problem perhaps is that they are not
open source and therefore they cannot be customized. Also, these operating systems works
as part of a complete ecosystem including a middleware and hypervisor making difficult its
use in innovative projects.
In principle a time critical task cannot run on Linux based operating system. However, the
middleware can easily evade this problem controlling the scheduler that is accessed at the
user level by POSIX instructions. Linux kernel is highly customizable and portable to new
platforms and environments. Nevertheless, Linux has been for year a common interest for
automakers, suppliers, and technology companies for the purpose of building Linux-based,
open source software platforms for automotive applications that can serve as de facto
industry standards.
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7 CONCLUSION
In this deliverable we described the entire baseline selection of the toolchain and target
platforms for the project. We started with the platform requirements and their justification
and we analysed the possible candidate toolchains and platforms. Later we focused on the
assessment of the candidates being able to eliminate some choices and strengthen our idea
about creating a middleware which won’t be tied to a single architecture or toolchain. To do
so, we have selected a set of tools which are supported in multiple platforms and we will
employ a compatibility layer which will allow exchanging parts of the toolchain with other
equivalent ones. Finally, we have benchmarked the candidate platforms and selected the
ones which will be used in the project.
In short, in the project we are going to use 4 platforms: 2 decided by direct requirements of
the industrial users (Renesas RCar H3 and Infineon Tricore TC397) and 2 research
heterogeneous platforms, the NVIDIA Xavier and the Zynq Ultrascale. From the two research
platforms, the GPU one will be prioritised. On the software side, our toolchain will be based
on Linux together with 3 virtualisation technologies: KVM, Xen and Docker, which will be
managed from a common layer based on libvirt. The main virtualisation technology which
will be used in the project is going to be KVM which is supported in both research platforms,
but Xen might also be considered for the Zynq based on the project progress. Moreover, the
docker solution will be used for the GPU. Furthermore, solutions based on a Linux system
without virtualisation will be also considered.
Additional elements of the toolchain will be performance counter monitoring, with the PAPI
user space library and the linux kernel perf_events subsystem. Finally, software
randomisation will be employed for safety and security.
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